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Efficient Event-Driven Simulation by Exploiting
the Output Observability of Gate Clusters

Peter M. Maurer, Member, IEEE

Abstract� State machine-based simulation is an efficient event-
driven simulation technique which has been used to simulate gate-
level circuits. Although this approach has been proven to be suc-
cessful, the techniques that have been used up to now have been
limited in several ways. This paper introduces generic state ma-
chines that can be used in a wide variety of contexts. These ma-
chines are then used to create efficient new simulation techniques
that can be applied not just to gates, but to a wide variety of speci-
fications, including Boolean expressions, binary decision diagrams
and truth tables. These techniques can combine clusters of gates
into a single simulation unit that can be simulated as efficiently
as a single gate. The resultant state machines can be simplified by
identifying and combining symmetric inputs. Two different types
of symmetries can be detected, ordinary symmetry, such as that
exhibited by an AND gate, and inverted symmetry, where an input
is symmetric with the complement of another input. Both sorts of
symmetry can be used for state machine simplification. Experi-
mental results show a substantial reduction in simulation time for
complex circuits.

Index Terms� Discrete simulation, logic simulation, simulation.

I. INTRODUCTION

OVER THE past many years, much research has been done
in the area of logic-level simulation [1]�[20]. Although

there has been some basic algorithmic work, the aim of most re-
search has been in improving simulation speed. The algorithms
produced by this research can be divided into two broad cate-
gories, levelized compiled code simulation [1] and event-driven
simulation [2], [3]. These two categories represent two fun-
damentally different approaches towards enhancing simulation
speed. Levelized compiled-code simulation eliminates all of the
scheduling code and generates simulation code for each gate.
The result is pure simulation code with no scheduling, but every
gate is simulated for every input vector. Event-driven simula-
tion, on the other hand, uses scheduling to eliminate as many
gate simulations as possible. Typically, only those gates whose
inputs have changed are simulated.

Comparisons between event-driven simulation and levelized
compiled-code simulation depend on the activity rate, which
is the percentage of gates that are actually simulated during
an event-driven simulation. When activity rates are low,
event-driven simulation tends to be faster, and when activity
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Fig. 1. Combining two gates.

Fig. 2. Generated code.

rates are high, levelized compiled-code simulation tends to
be faster. Originally, the breakeven point between levelized
compiled code simulation and event-driven simulation was
between 2% and 3% [1]. The breakeven point has risen with
the steady improvement in event-driven algorithms. Breakeven
points higher than 40% have been reported for some algorithms
[4], [5].

Similar improvements in levelized compiled-code simulation
have been slow in coming. There is no scheduling code, and the
simulation code contains only one or two instructions per gate. It
is possible to combine individual gates together into more com-
plex functions, but this generally does not result in any speedup.
For example, let us combine two consecutive AND gates into a
single AND gate as in Fig. 1. No improvement results, because
the same number of instructions is still required to simulate the
circuit. Fig. 2 shows the instruction sequence generated by the
LINUX C compiler for the two different circuits. Note that they
are identical.

Combining gates into larger circuits is an obvious way to
speed up both event-driven simulation and levelized com-
piled-code simulation, but in most cases, larger circuits require
more instructions, and we end up with little or no savings.
Furthermore, in event driven simulation, combining several
gates into a single simulation unit will increase the activity rate
for that simulation unit. If processing events for the combined
unit is more expensive than for the individual gates, there may
be very little gain, and may even be a loss in performance. To
be effective, combining gates must be done in conjunction with
a radically different method of evaluating functions. (See [6],
for example.)

A technique that has proven to be very effective for event-
driven simulation is the state-machine approach used in [5]. (See
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[7] for another state machine-based approach.) The simulator
maintains an internal state for each gate, and when an input
change occurs, the new state is computed from the changed
input and the current state. The old and new states are used for
event propagation and for computing the gate output value. Be-
cause inputs are handled one at a time, combining gates, as in
Fig. 1, does reduce simulation time. Combining the two gates
into a single gate does not increase event processing time or sim-
ulation time, and events between the two gates are eliminated.

Although the gate-combination techniques used in the inver-
sion algorithm are effective, they apply only to certain types of
connections. An AND gate can be combined with a following
AND gate without penalty, but an AND gate cannot be combined
with a following OR gate without significant overhead. For max-
imum effectiveness, we require techniques that can be applied
to all types of connections. Ideally, it should be possible to col-
lapse any number of gates into a single simulation unit with no
penalty in event processing time. In addition, all simulation units
should require the same simulation time, regardless of whether
they represent a single gate or a large collection of gates.

The techniques presented in this paper do precisely this. The
individual simulation units are represented as multidimensional
state machines. These machines can represent a single gate or a
large collection of gates. Event processing time is identical for
all of the events, regardless of the complexity of the underlying
state machine. The same is true for simulation time. Using the
techniques presented here, it is possible to simulate an entire
circuit as efficiently as one could simulate a single gate. Un-
fortunately, the compression into a single gate can undergo a
combinatorial explosion if the circuit is too large. Because of
this, our experimental studies have been confined to smaller,
single-output circuits. Nevertheless, our techniques are not re-
stricted to these types of circuits.

Although our primary focus has been on gate level circuit de-
scriptions, our techniques are applicable to many other kinds of
representations. In particular, the algorithms presented here can
be applied to Boolean expressions, truth tables, binary decision
diagrams (BDDs), programmed logic array (PLA)-type covers,
and of course gate-level circuits. This allows simulations of cir-
cuits whose definitions were obtained from several different
sources. A user could combine a collection of Boolean equations
with truth tables, net lists, Berkeley logic interchange format
(BLIF) specifications, and intermediate synthesizer output (in
BDD form). It is not necessary to convert all of the subcircuits
into a specific representation. The same optimizations are avail-
able regardless of what input form is used.

We have conducted a number of experiments to verify the ef-
fectiveness of our techniques, and our experimental results show
them to be very effective in reducing simulation time for a wide
variety of circuits.

The rest of this paper is organized as follows. Section II gives
the theory behind state-machine based simulation and describes
the general structure of the state machines used for simulation.
Section III focuses on modeling gates and higher order func-
tions using linear state machines. (A linear state machine is a
finite-state machine whose states can be arranged in a line so
that all of the transitions are between adjacent states.) Section III
also introduces the concept of multidimensional state machines.

Fig. 3. A sample network.

Fig. 4. A net state machine.

(A multidimensional state machine is the crossproduct of two or
more linear state machines.) Section IV discusses multidimen-
sional state machines in detail. In particular, it describes the cre-
ation of crossproduct machines, the detection of symmetry, and
collapsing symmetric inputs. Section V describes algorithms for
creating the state machines used for gate simulation. These al-
gorithms are based on the operations described in Section IV.
Section VI describes several different types of input state ma-
chines, while Section VII describes the modeling of flip-flops
and edge-triggered transitions. Section VIII describes the imple-
mentation of the state machines used for gate simulation. Sec-
tion IX gives experimental results, while Section X draws the
conclusion, and gives suggestions for future work.

II. FUNDAMENTALS

The simulation techniques described in this paper were in-
spired by the state-machines found in the inversion algorithm
[5]. Both the inversion algorithm and the approach described
here use three types of state machines, input state machines, gate
state machines, and queuing state machines. The output of one
machine becomes the input of another forming a linked network
of state machines. Fig. 3 illustrates the basic structure of these
machines. For performance reasons, the inversion algorithm in-
tegrated these three types of state machines together into a single
event-processing routine. This approach is efficient, but limits
the usefulness and extensibility of the algorithm. In this paper,
the three types of machines will be kept separate to avoid such
limitations.

In Fig. 3, the input state machines are to the left, with a mix-
ture of two- and three-valued input machines being used. The
gate state machine is in the center, and the queuing state machine
is to the right. The outputs of the input and gate state machines
are produced during state transitions, making them Mealy ma-
chines. In some cases, it will also be necessary to associate a
Moore output with each state. Fig. 4 illustrates an input state
machine with Moore outputs.

An important feature of the input state machines used in [5]
is the elimination of state codes for the input state machines.
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Fig. 5. Gate state machine.

Fig. 6. Three-input OR gate.

Instead of maintaining an explicit value for each net, two event
handlers are used, one to handle the 0-1 transitions and the other
to handle the 1-0 transitions. Because these transitions must
follow one another in strict alternating fashion, the address of
the event handler itself can be used to encode the state of the
net. Each input state machine is associated with a data structure
containing a pointer to an event handler. When an event occurs,
the event-handlers are swapped. A direct branch is made to the
correct event handler for the state, making state decoding un-
necessary. It has been shown in [8] that a similar technique can
be used for three-valued input state machines.

In Fig. 4, the symbol C1/I implies that on input C1 (meaning
�change in net 1�), the state machine will make a transition from
state 0 to state 1 and produce the output I. The names D and I
were chosen for the outputs because in the inversion algorithm
they cause increments and decrements to internal values in the
gate state machines. In this paper, D and I are not necessarily
associated with increments or decrements. The state machine of
Fig. 4 can be used to model one input of a gate. If it and two
others like it were connected to the state machine of Fig. 5, a
three-input OR gate would result.

In Fig. 5, the inputs I and D are used to maintain a count of
dominant inputs for the OR gate. The output Q is used to queue
events for the output of the gate. (See [9] for a discussion of
the use of dominant counts in simulation.) The symbols I/x and
D/x signify state transitions with no output. The complete state
machine network for the three-input OR is given in Fig. 6.

Although the Moore outputs of the net state machines pic-
tured in Fig. 4 and Fig. 6 represent the current value of the net,
they are not necessary for the simulation. The important issues
are the current value of the state machine and the actions taken
by the event handlers. During simulation, the 0 and 1 Moore
outputs are nothing more than comments. The association be-
tween state 0, and the event handler producing the I output is a

Fig. 7. Two-input linear state machine.

Fig. 8. Alternative Moore output assignment.

Fig. 9. Functions computable by a linear state machine.

logical association, not a physical one. If these associations are
changed, the function simulated by the structure also changes.
Thus, the same structure can be used to model several different
gates. If the I output is associated with the value 1 instead of
0, the result is a 3-input AND gate. By mixing and matching
these assignments, eight different types of gates can be simu-
lated using the same structure. These different gates are distin-
guished from one another by using different starting states for
the net and gate state machines. This fact was used in [5] to
eliminate NOT gates by absorbing them into other gates. There
are other modifications that can be made to the state machine of
Fig. 5 to represent even more functions.

III. STRUCTURE OF GATE STATE MACHINES

To get a feel for the different types of functions that can be
represented by a simple state machine, let us consider the case
of a two-input Boolean function. The gate state machine for a
two input OR gate is given in Fig. 7. In this case, the labels inside
the states represent the Moore outputs of the machine. In gate
state machines, the Moore outputs are the value of the function
being simulated by the machine. Any transition between states
with differing Moore outputs must produce a Mealy output of
Q. Transitions between states with identical Moore outputs must
not produce a Mealy output. There are two possible assignments
of Moore outputs to this machine. The second assignment is pic-
tured in Fig. 8. As with input state machines, the Moore outputs
do not affect simulation, but are merely comments that aid in
the understanding of the machine.

The state machines of Fig. 7 and Fig. 8 must be attached to
two input machines. Each of these input machines can be in two
different states. (Initial output is I or initial output is D.) This
gives four different input configurations for each gate state ma-
chine. Each of these configurations results in a different func-
tion, giving eight functions in all. Fig. 9 shows the different
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Fig. 10. Gate state machine variations.

functions that can be simulated using these state machines. In
Fig. 9 A and B represent the input nets. A 0 in column Q indi-
cates that the Moore outputs of Fig. 7 are being used, while a 1
indicates that those of Fig. 8 are being used.

In addition to modifying the state assignments of the input
and gate state machines, it is also possible to modify the Mealy
outputs of the gate state machine. This can be done in several
ways, as Fig. 10 illustrates.

The Hyperactive machine can be used to simulate the XOR

and XNOR functions, while the Insensitive machine can be used
to simulate constant one and constant zero. These functions
can also be simulated by less elaborate mechanisms. The re-
maining four two-input functions A, Not A, B, and Not B can
also be simulated by the Hyperactive machine after disabling
the Mealy outputs of one of the input state machines. (Again, it
is preferable to use a less elaborate mechanism.) Thus, all of the
two-input Boolean functions can be simulated using the linear
state machines of Fig. 10.

The common functions AND and OR are symmetric. It is the
symmetry of these functions that permit them to be simulated
using linear state machines. Larger linear machines can be used
to simulate functions with more inputs. Of course, to use the
full power of these machines, one must adopt an unconven-
tional view of symmetry that treats an inverted input as iden-
tical to a noninverted input. As the number of inputs increases,
the number of variations of the linear state machine increases as
well. Fig. 11 shows the different variations of the 3-input ma-
chine. Unlike 2-input functions, it is not possible to model all of
the 3-input functions using linear state machines. Fig. 12 illus-
trates a 2-dimensional state machine that computes the function

. This function cannot be simulated with a linear state
machine.

For , multidimensional state machines are necessary,
because it is impossible to implement all of the -input func-
tions as linear state machines. A simple counting argument
shows that this is true. For inputs, the linear state machine
will have states, and links. Altering the input and
output state machines will give no more than different
functions per state machine, while altering the Mealy outputs
of the gate state machine will yield no more than different
state machines. This gives a total of different functions.
However, there are 2 to the power different n-input func-
tions. This implies that direct simulation of certain functions
will require multidimensional state machines. The most general

Fig. 11. Types of 3-input gate state machines.

Fig. 12. Two-dimensional (2-D) state machine.

Fig. 13. 3-input cubic state machine.

such machine is the cubic machine of Fig. 13, which can be
used to simulate any 3-input function. For inputs, the most
general state machine is an -dimensional hypercube with
states. It is generally desirable to collapse such state machines
into simpler machines.

IV. OPERATIONS ONSTATE MACHINES

The two fundamental operations that must be performed
while creating a gate state machine are the crossproduct opera-
tion, and the dimension-reduction operation. The crossproduct
operation is the standard algorithm studied in automata theory.
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Fig. 14. Developing a gate state machine.

Fig. 15. Combined inputs.

Fig. 16. Equivalent deterministic machine.

The dimension-reduction operation is based on the standard
state minimization algorithm, but because of the regular struc-
ture of multidimensional machines, we can use simpler methods
to perform our reductions. First, let us illustrate the basic state
reduction algorithm. We begin by creating a state machine for
a 2-input AND gate by creating the crossproduct of two 2-state
machines, as shown in Fig. 14. Once the crossproduct has been
obtained, we observe that inputs 1 and 2 are symmetric, so we
combine the D and the I signals from these two inputs, giving the
state machine of Fig. 15. The Moore outputs of the crossproduct
machine are obtained by actually applying the AND function to
the inputs.

Now, we observe that the state machine of Fig. 15 is nondeter-
ministic. If we reduce this machine to a deterministic machine,
we obtain the state machine of Fig. 16. Except for the error state,
the state machine of Fig. 16 is precisely the state machine illus-
trated in Fig. 5. (The error state was missing because transitions
to that state cannot occur.)

Rather than go through a complete nondeterministic to de-
terministic reduction followed by a state minimization, we can
make some simple observations that will tell us whether it is
possible to perform the sort of reduction shown in Fig. 16. If
two inputs are symmetric, then the function must produce the
same value for inputs 1,0 and 0,1. (For symmetric functions,
the number of ones on the inputs is significant, but the posi-
tion of the ones is not.) Fig. 17 shows what this means in terms
of multidimensional state machines. It is assumed that the state
machines are laid out with the 0,0 state in the upper left. The
two circled states must have identical Moore outputs. Note that
the circled states are precisely those that were combined into a
single state by the standard deterministic reduction.

Fig. 17. Symmetric states.

Fig. 18. Symmetric states with an inverted input.

Fig. 19. Symmetry in 3 � 3 machines.

Because inverted and noninverted inputs are treated identi-
cally, it is also possible to have symmetric inputs along the other
main diagonal of the state machine. This implies that the two in-
puts are symmetric, but one of them is inverted with respect to
the other. Fig. 18 illustrates this concept. If the two circled states
have the same Moore output, then they are symmetric with one
input inverted with respect to the other. These two diagrams rep-
resent the functions and , respec-
tively.

As state machines grow in size the tests for symmetric inputs
become more complex. Fig. 19 shows two 3 3 machines. Each
input to these machines can be broken into a pair of symmetric
inputs that were combined into a single input by an earlier step
in the processing. To test whether the combined inputs are sym-
metric with one another, it is necessary to check three diagonals,
not just one. All states in the same diagonal are required to have
the same Moore output, but the Moore outputs for states in two
different diagonals may be different. As before, the direction of
the diagonals is an indication of whether one input is inverted
with respect to the other. The machine to the left in Fig. 19 rep-
resents two inputs that are inverted with respect to one another.

When the number of dimensions exceeds 2, the same tests
apply, but the number of diagonals that must be tested increases.
It is still advantageous to compare inputs in pairs because this
permits the detection of the smallest symmetries. Larger sym-
metries (for example three mutually symmetric inputs) always
imply the existence of pairwise symmetries. Consider the func-
tion . This function has two pairs
of symmetric inputs, ( ) and ( , ). Fig. 20 shows an interme-
diate state machine that results from combining the two inputs
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