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Abstract 
GF(2) matrices are matrices of ones and zeros under modulo 2 arithmetic. Like the 

GF(2) polynomials used in error detection and correction, they have many potential uses 
in Electronic Design Automation (EDA). Non-singular matrices can be used to define 
new classes of symmetry called conjugate symmetries. Conjugate symmetries have been 
used to speed up certain kinds of functional-level simulations, and have other potential 
uses. GF(2) matrices can also be used to transform Boolean vector spaces and simplify 
Boolean functions. Although matrix transformations can be complex, simpler single-bit 
matrices can be used instead of general matrices. This simplifies the approach without 
loss of generality. Singular matrices can be used to reduce the complexity of certain 
functions, beyond what is normally possible with conventional simplification techniques. 
GF(2) matrices can also be used to define exotic symmetries called strange symmetries 
and collapsed symmetries. These exotic symmetries may prove useful in future EDA 
applications. 

1. Introduction 
Symmetry is an inherent property of many Boolean functions that can be exploited in 

a number of different ways. The most common use is in layout and place-and-route 
applications where function symmetries create equivalent pins that can be exploited to 
simplify routing. Circuit comparators that operate at the gate level must take symmetry 
into account to avoid producing too many false negatives during the comparison process. 
The problem of detecting and exploiting symmetry has been well studied, some of the 
more important work can be found in references [1-5]. 

There are three different types of symmetry that can be exploited, total symmetry, 
partial symmetry and weak symmetry, which are exemplified by the three gate types 
NAND, AOI321 and AOI22. (See Figure 1.) NAND exhibits total symmetry because the 
inputs can be permuted, or rearranged, in an arbitrary fashion. AOI321 exhibits partial 
symmetry because the first three inputs can be permuted arbitrarily, and the fourth and 
fifth inputs can be permuted arbitrarily, but inputs cannot be permuted between groups. 
In this sense, partial symmetry is total symmetry that is restricted to a subset of inputs. 
The term “weak symmetry” describes a wide class of symmetries that can be both weaker 
and more powerful than partial symmetry. A function exhibits weak symmetry if its 
inputs can be permuted in some way that does not correspond to either total or partial 
symmetry. The AOI22 gate exhibits such symmetry. The first two inputs can be permuted 
arbitrarily, and the last two inputs can be permuted arbitrarily. It is also possible to 



permute the two groups of inputs. Because of its complexity and variety, weak symmetry 
is difficult to exploit completely in layout and place-and-route. However circuit 
comparators are generally required to take weak symmetries into account to avoid false 
negatives. 

 

 
Figure 1. Three Types of Symmetry. 

Another important property of Boolean circuits is functional equivalence. Functional 
equivalences exist when the available signals are not independent of one another. They 
can be exploited to simplify both the design and layout of digital circuits. The classic 
example of the exploitation of functional equivalence is mixed-level design, in which the 
equivalence between a signal and its inverse is used to simplify the design process. 
Although inversions are the simplest type of functional equivalences to, there are many 
others. Suppose we have three signals available, A , B , and A B⊕ , where ⊕  represents 
the exclusive-or function. It is possible to eliminate any one of these signals because any 
one of these signals can be computed from the other two. The choice of which signal to 
eliminate depends on the functions that need to be computed, and A B⊕  is not 
automatically the best choice. 

When functional equivalence is combined with symmetry, new types of symmetries 
arise. For example the function ( , )f a b a b′= +  is symmetric with one input inverted with 
respect to the other. This is a combination of total symmetry and the inversion functional 
equivalence. This type of symmetry can be exploited in dual rail designs and in 
applications like the inversion algorithm[6] that are insensitive to inversions. We call this 
type of symmetry skew symmetry. (This term means something slightly different when 
dealing with real-valued functions.) 

Prior work has dealt with functional simulations of logic gates and more complex 
Boolean functions[7-23]. These include techniques that can take advantage of total, 
partial and skew symmetries[21-23]. These simulation techniques are significantly more 
efficient if the functions being simulated are symmetric, but the relative scarcity of totally 
symmetric functions makes this feature relatively difficult to exploit. Because of this, 
techniques have appeared that began exploiting more complex types of functional 
dependencies and the symmetries that arise with respect to them[24]. Continuing 
investigations along these lines have produced an amazing variety of results, only some 
of which are directly useful in our simulation. The purpose of this paper is to detail those 
results that are directly useful in EDA applications, and to give a general view of the state 
of the art in this area. We are hopeful that by presenting these results we will be opening 



up this fascinating area to further research by other members of the design automation 
community. 

2. Linear Transformations. 
Given a set of signals, { }1, , nA A , we can treat these signals as a Boolean vector and 

perform a linear transformation on them to create a new set of signals. If the linear 
transformation is non-singular (i.e. one-to-one) then the new set of signals will be 
functionally equivalent to the original. Any one-to-one function can be used to create a 
functionally equivalent set of signals, but linear transformations are appealing because 
they are simple and the underlying theory is well-known. Furthermore, the mathematical 
theory of symmetry can be couched in terms of linear transformations, making them even 
more appealing. (For a full mathematical development, see any text on group theory such 
as [25] or any text on representations of finite groups such as [26].) 

First we must begin with a strict mathematical definition of symmetry. This may 
seem like splitting hairs, but it is precisely this approach that enables us to explore a wide 
new class of symmetries that are not apparent using a more intuitive approach. 

Given a finite set nX  with n  elements, a permutation on nX  is defined to be a one-
to-one function from nX  to itself. It doesn’t much matter what nX  is, so we usually 
assume that {1,2,3, , }nX n=  , the integers from 1 to n. Given a permutation, p, and 
Boolean function, f, with n inputs, we would like to use p to rearrange the inputs of f in a 
way that is obvious and intuitive. However, strictly speaking, p can only be used to 
rearrange the elements of nX . It cannot be applied to the inputs of a Boolean function. 
The first step in making the mathematical connection is to treat f  as a vector function 
that is applied to a single input consisting of an n-element Boolean vector. Next, we will 
assume that the n-element vectors are elements of an n-dimensional vector space over the 
field GF(2). GF(2) is simply the integers modulo 2. It contains only the elements 0 and 1. 
The AND and XOR functions take the place of multiplication and addition. Now, instead 
of rearranging the variables of an n-input function we are rearranging the elements of n-
dimensional vectors. Since p  cannot be applied to vectors any more than it can be 
applied to function variables, we need to make a connection between p and a function pT  
that maps vectors to vectors. Fortunately, these sorts of functions are well known. They 
are the linear transformations that are represented by the permutation matrices. A 
permutation matrix is a matrix that has a single 1 in each row and each column and zeros 
elsewhere. For every permutation p on a set of n elements, there is a unique n n×  matrix 

pT  that corresponds to it. 
For example, consider the set of all permutations on a set of 3 elements. This is 

denoted 3S  and is called the symmetric group of order 3. (In general, the set of all 
permutations on a set of n elements is denoted nS  and is called the symmetric group of 
order n.) 3S  has six elements. (in general, nS  has !n  elements.) We can denote these six 
elements as an arrangement of the numbers 1, 2 and 3. Thus 

3 {123,132,213,321,231,312}S = . The matrices corresponding to these six permutations 
are are given in Figure 2. 



 
1 0 0 1 0 0 0 1 0 0 0 1 0 1 0 0 0 1
0 1 0 0 0 1 1 0 0 0 1 0 0 0 1 1 0 0
0 0 1 0 1 0 0 0 1 1 0 0 1 0 0 0 1 0

      
      
      
      
      

 

Figure 2. The Standard Representation of 3S . 

These matrices are all non-singular, and taken together form a group under matrix 
multiplication. The set of all non-singular n n×  matrices over the field GF(2) is called the 
general linear group of order n over GF(2), and is denoted (2)nGL . The set of all n n×  
permutation matrices is called the standard representation of nS  in (2)nGL , and is 
denoted (2)nSR . 

An n-input Boolean function f  is said to be totally symmetric if for each 
(2)nM SR∈ , ( ) ( ( )) ( )fM v f M v f v= =  for all v . That is to say, the composition of f  

and M , is identical to f . This definition corresponds to our usual intuitive 
understanding of symmetric functions. 

The key point here is that the standard representation of nS  is not the only 
representation of nS  in (2)nGL . There are many others, one of which is given in Figure 
3. 

 
1 0 0 1 0 0 1 0 0 1 0 0 1 0 0 1 0 0
0 1 0 1 1 1 1 0 1 0 1 0 1 1 1 1 0 1
0 0 1 0 0 1 1 1 0 0 1 1 1 1 0 0 1 1

      
      
      
      
      

 

Figure 3. An Alternative Representation of 3S . 

Each of these representations defines an entirely new class of symmetry, with total 
symmetries, partial symmetries and weak symmetries. The symmetries with which we are 
familiar are only those generated by the standard representation. 

The simplest way to generate a new representation of nS  is to start with the standard 
representation, and compute the conjugate of (2)nSR  with respect to a non-singular linear 
transformation T. If M  is any matrix and T  is a non-singular matrix with inverse 1T − , 
the matrix 1T MT−  is called the conjugate of M  with respect to T . In some cases 

1M T MT−= , but in general the two matrices are different. (Conjugate matrices are also 
called similar matrices.) To find the conjugate of (2)nSR  with respect to T , one 
computes the conjugate of each matrix in (2)nSR  with respect to T . The two 
representations given in Figure 2 and Figure 3 are 3(2)SR , and the conjugate of 3(2)SR  
with respect to the matrix of Figure 4. 

 



1 1 0
0 1 1
0 0 1

 
 
 
 
 

 

Figure 4. A Symmetry Matrix. 

The symmetries generated by representations conjugate to (2)nSR  are called 
conjugate symmetries. In cases where the matrix T  is not obvious we will speak of 
conjugate symmetry with respect to T. Within conjugate symmetries we have total 
symmetries, partial symmetries, weak symmetries and skew symmetries. 

There is a natural relationship between conjugate symmetries and symmetric Boolean 
functions. Let R  be a representation of nS  in (2)nGL , an n-input Boolean function f  is 
said to be symmetric with respect to R , if for every matrix M R∈ , 

( ) ( ( )) ( )fM v f M v f v= =  for all vectors v . Now, let R  be a conjugate of (2)nSR  with 
respect to the non-singular matrix T . If f  is an n-input totally symmetric Boolean 
function, then the function fT  is symmetric with respect to R . It is easy to show that 
this is the case, for 1 ( ) ( ) ( )fTT MT v fMT v fT v− = = . 

Our interest in conjugate symmetries originally stemmed from the fact that one of our 
most powerful simulation algorithms [23,27] is significantly more efficient if the function 
being simulated is symmetric. The simulation is based on state machines that are  
significantly smaller and more efficient than those for symmetric functions. If the 
Boolean function, g , can be factored into g fT=  where f  is symmetric, and the cost of 
the transformation T  is negligible, then we have a significant opportunity to improve the 
performance of our simulations. 

In our simulation engine it is easy to implement T  at negligible cost. A function 
simulation consists of three types of state machines, input state machines, gate state 
machines, and output state machines. The input state machines are used to process the 
inputs to a function. Typically they toggle between two states which may or may not 
correspond to the 1/0 state of the physical input. 

The gate state machine is used to determine when event propagation occurs. The gate 
state machine may represent a conventional gate or a more complex function. It processes 
signals from several input state machines and signals the output state machine when an 
output transition occurs. 

The output state machine is used to schedule events or to cancel previously scheduled 
events. It is used to schedule the input state machines for the functions in the fanout of 
the current function. Since two successive changes in a net cancel one another, the output 
machine toggles between the scheduled and unscheduled state. If the final state of the 
machine is the scheduled state, it will be forced back to the unscheduled state by the input 
state machines of the following functions. 

In a conventional simulation the inputs of the function and the input state machines 
are in one-to-one correspondence. When an event occurs on a function input, an event is 
directed to a single input state machine. For simulations using conjugate symmetry, this 
correspondence is broken. An event on a particular input may be directed to more than 
one state machine. The input state machines function in such a way as to compute the 
exclusive or of a collection of events. The events directed to a particular machine are 



determined by the conjugacy matrix, T . For example, Figure 5 shows a 3-input Boolean 
function that is symmetric with respect to the matrix of Figure 4. 

 
a,b,c Output 
0,0,0 1 
0,0,1 0 
0,1,0 1 
0,1,1 0 
1,0,0 1 
1,0,1 0 
1,1,0 1 
1,1,1 0 

Figure 5. A Function With Conjugate Symmetry. 

The function of Figure 5 can be factored onto fT , where 
' ' ' ' ' 'f a b c ab c a bc abc= + + + . Note that f  is totally symmetric. 

The columns of the matrix T  determine how events are routed to the input state 
machines. Each column represents an input state machine, and each row represents a 
function variable. The simulation of f  will have three input machines which we will 
number 1, 2 and 3. Events from variable a  will be routed to machine 1, events from 
variables a  and b  will be routed to input machine 2, and events from variables c  and d  
will be routed to input machine 3. Figure 6 shows how events are routed in an ordinary 3-
input machine, and how they are routed using the conjugacy matrix of Figure 4. This 
scheme causes extra events to be generated for each input-change, but the cost of 
processing these events is negligible. 

 

 
Figure 6. Conjugate Symmetry Routing. 

The main problem is factorization. That is, given g , find f  and T  such that g fT= . 
Our factorization technique is based on our technique for detecting symmetries, which 
uses n-dimensional lattices. We start with an n-dimensional hypercube whose vertices are 
labeled with the values of the function. By comparing the function values along various 
diagonals we are able to detect partial symmetries with respect to pairs of variables. 
Figure 7 illustrates the detection of ordinary symmetry and skew symmetry for a two-
input function. The vertices of the hypercubes are labeled with the input values. The 
function must have the same value for the two circled inputs for the corresponding 
symmetry to exist. 



 

 
Figure 7. Symmetry Detection. 

 
By combining variables into “hypervariables” we are able to continue the process 

until all partial and total symmetries have been detected. Combining two variables 
produces non-cubic, hyperlinear structures such as that pictured in Figure 8. Like the 
original hyper-cube structure, a hyperlinear structure can be viewed as a lattice. (We use 
functional-level comparisons to avoid generating the entire hypercube or hyperlinear 
structure, but the net effect is the same.) Our technique detects skew symmetries by 
observing that a skew symmetry will cause the hypercube or hyperlinear structure to be 
inverted in one dimension. By using the opposite set of diagonals for our comparison, we 
can adjust for the reversal. 

 

 
Figure 8. A Hyperlinear Structure. 

Our symmetry detection algorithm can be adapted to detect conjugate symmetries by 
observing the effect of a conjugacy matrix on the function lattice. Consider the matrix of 
Figure 9, which has a main diagonal of all 1’s, a single 1 off the main diagonal, and zeros 
elsewhere. (This is an example of a single-bit matrix which we will discuss in depth 
later.) 

 



1 0 1 0
0 1 0 0
0 0 1 0
0 0 0 1

 
 
 
 
 
 

 

Figure 9. A Single-Bit Matrix. 

Suppose f  is a four-input function with inputs a, b, c, and d, and that f  is 
symmetric with respect to the matrix of Figure 9. This matrix represents the variable c 
being conditionally inverted by the variable a. A conditional inversion reverses certain 
sub-planes of the hypercube or hyperlinear structure, and leaves others intact. Assuming 
that we number the planes starting with zero, the odd numbered planes will be inverted 
and the even numbered planes will be left intact. To check for a conjugate symmetry with 
respect to a single-bit matrix, simply indexing the odd numbered planes in reverse order 
will compensate for the conditional inversion. When checking for symmetries with 
respect to two variables, a, and b, say, it is necessary to do two separate checks, because 
a can be conditionally inverted by b, and b can be conditionally inverted by a. 

When a symmetry with a conditional inversion is detected, we reverse the affected 
planes of the hyperlinear structure, record the single-bit matrix, and collapse the 
hyperlinear structure just as if the symmetry had been ordinary. We are able to detect 
total, partial and skew conjugate symmetries. 

Once all symmetries have been found, we multiply all single-bit matrices together in 
the order they were found. The resultant hyperlinear structure is used as the gate state 
machine of the function f and the product matrix is the symmetry matrix T . After 
creating the input state machines and routing the input events according to the columns of 
the symmetry matrix, T , the resultant simulation structure will simulate the original 
function g fT= . 

For example, consider the function . This 
function has no ordinary or skew symmetries. This example also shows how we used 
functional-level comparisons to avoid generating the complete hypercube. First we 
eliminate variable a  by setting 0a =  and then setting 1a = . The two resultant 
expressions are placed in a one-dimensional hypercube as shown in Figure 10. 

 

 
Figure 10. Eliminating a. 

 
Next we eliminate the variable b in the same way and create the two dimensional 

hypercube of Figure 11. 
 

( , , , )f a b c d ac bc bd ab d a cd′ ′ ′ ′ ′ ′= + + + +



 
Figure 11. Eliminating a and b. 

If we reverse the right column of Figure 11, the diagram will contain an ordinary 
symmetry. This implies that a  and b  are symmetric with a  conditionally inverting b . 
The matrix 1T  of Figure 12 defines this relationship.  

 

1

1 1 0 0
0 1 0 0
0 0 1 0
0 0 0 1

T

 
 
 =
 
 
 

 

Figure 12. The First Symmetry Matrix. 
Next, we swap the two equations in the right hand column, and combine the two 

states containing c d′ ′+  giving the hyperlinear structure of Figure 13. We also save the 
matrix 1T  for future use. 

 

 
Figure 13. Collapsing the State Machine 1. 

Next, we eliminate the variable c , giving the structure of Figure 14. 
 

 
Figure 14. Eliminating c. 

This diagram will exhibit an ordinary symmetry if we reverse the center column, 
which corresponds to the combined variable { , }a b  being conditionally inverted by c . 
The new hyperlinear structure is shown in Figure 15. 

 



 
Figure 15. The Second Transformation. 

 Because { , }a b  is not a simple variable, we cannot use a single-bit matrix to represent 
the conditional inversion. Instead we must use matrix 2T  of Figure 16. 

 

2

1 0 1 0
0 1 1 0
0 0 1 0
0 0 0 1

T

 
 
 =
 
 
 

 

Figure 16. The Second Symmetry Matrix. 

Again, we save the matrix 2T  and combine the states containing 1 and the states 
containing d ′  to obtain the hyperlinear structure of Figure 17. 

 

 
Figure 17. The Second Collapse. 

Eliminating the final variable d  gives us the structure of Figure 18. 
 

 
Figure 18. Eliminating d. 

If we reverse the second and fourth columns, the diagram of Figure 18 will contain an 
ordinary symmetry, which implies that the combined variable { , , }a b c  is conditionally 
inverted by d . This condition is generated by the matrix 3T  of Figure 19. 

 



3

1 0 0 1
0 1 0 1
0 0 1 1
0 0 0 1

T

 
 
 =
 
 
 

 

Figure 19. The Final Symmetry Matrix. 

The matrix 3T  is saved along with the others and the columns of the state diagram are 
reversed to produce the diagram of Figure 20. 

 

 
Figure 20. The Third Transformation. 

Finally, we combine the diagonals containing 1’s and the diagonal containing 0’s to 
produce the final state machine of Figure 21. 

 

 
Figure 21. The Final State Machine. 

The final symmetry matrix is computed from 1T , 2T , and 3T  as shown in Figure 22. 
 

1 2 3

1 1 0 0 1 0 1 0 1 0 0 1 1 1 0 0
0 1 0 0 0 1 1 0 0 1 0 1 0 1 1 0
0 0 1 0 0 0 1 0 0 0 1 1 0 0 1 1
0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1

T T T

     
     
     × × = =
     
     
     

 

Figure 22. The Final Symmetry Matrix. 

Note that although 2T  and 3T  are not single-bit matrices, they are products of single-
bit matrices as shown in Figure 23. Thus conditionally inverting a combined variable is 
equivalent to conditionally inverting the individual variables. 

 



2

1 0 1 0 1 0 1 0 1 0 0 0
0 1 1 0 0 1 0 0 0 1 1 0
0 0 1 0 0 0 1 0 0 0 1 0
0 0 0 1 0 0 0 1 0 0 0 1

T

    
    
    = =
    
    
    

 

3

1 0 0 1 1 0 0 1 1 0 0 0 1 0 0 0
0 1 0 1 0 1 0 0 0 1 0 1 0 1 0 0
0 0 1 1 0 0 1 0 0 0 1 0 0 0 1 1
0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1

T

     
     
     = =
     
     
     

 

Figure 23. Single-bit Breakdowns. 

3. Single-bit Matrices 
The previous section made extensive use of single-bit matrices. This approach may 

seem restrictive but this section will show that any non-singular matrix can be 
represented as a product of single-bit matrices. Thus, we have not restricted ourselves by 
taking this approach. It turns out that single-bit matrices are useful in other algorithms as 
well, so the results of this section are widely applicable. 

First, let us begin by providing a formal definition of single-bit matrices. This level of 
formality is necessary to make the proofs of the theorems rigorous. 

 
Definition. An n n×  matrix M  is called a single-bit matrix if , 1i ia =  for all i , 

1 i n≤ ≤ , and there exists a single pair of integers 0 ,i j n≤ ≤ , with i j≠  such that 

, 1i ja = . For all other pairs of indices 1 ,k m n≤ ≤ , , 0k ma = . We designate the single-bit 
matrix with a 1 in row i  and column j  as ,i jS . 

 
The theorems in this section will give a step by step procedure for factoring any non-

singular matrix into a product of single-bit matrices. Given two non-singular matrices T , 
and S , one can factor S  out of T  by finding the inverse, 1S − , of S , and multiplying T  
by 1S − . In other words, if T S Q= × , then 1Q S T−= × . Our first theorem shows that 
every single-bit matrix is its own inverse so if ,i jT S Q= × , then ,i jQ S T= × . That is, we 
can factor a single-bit matrix ,i jS  out of T  by multiplying T  times ,i jS . 

 
Theorem 1. Any single-bit matrix is of order 2. That is, if A  is a single bit matrix, 

then 2A  is the identity matrix. 
 
Corollary 1: For any matrix T , , ,( )i j i jS S T T× × = . 
 
Given a non-singular matrix, T , we know from linear algebra that it is possible to 

perform a Gaussian elimination on T  to convert it to the identity matrix. We will show 
that we can perform each step of the Gaussian elimination by multiplying T  by the 
appropriate single-bit matrices. Although the theorems are stated in somewhat stilted 



form for the sake of rigor, the steps in the proof will seem more straightforward if one 
keeps in mind that when we pre-multiply a matrix T  by a single-bit matrix ,i jS  the result 
is a matrix Q  in which every row except row i  is identical to the corresponding row of 
T , and row i  of Q  will be the sum of rows i  and j  of T . 

The first step in the Gaussian Elimination algorithm is to create an upper triangular 
matrix in which every element below the main diagonal is zero. This involves two sub-
procedures: pivoting to place non-zero elements on the main diagonal, and elimination of 
non-zero elements below the main diagonal. Theorem 2 shows how to perform the pivot 
operation if it is required. 

 
Theorem 2. Suppose T  is a non-singular n n×  matrix with the first 1i −  columns in 

upper triangular form, and that element ,i i  is zero. Then there exists a j  and a single-bit 
matrix ,i jS  such that the first 1i −  columns ,i jS T×  are identical to those of T , and 
element ,i j  of ,i jS T×  is equal to 1. 

 
Corollary 2: If M  is a matrix meeting the conditions of Theorem 2, then M  can be 

factored into a pair of matrices M N P= × , where N  is a single-bit matrix, and element 
,i ia  of P  is equal to 1. 

 
Next we will show that we can factor any non-singular matrix M  into a product of 

single bit matrices and an upper triangular matrix T. To do this, we must eliminate the 1’s 
below the main diagonal. Theorem 3 shows how to do this. 

 
Theorem 3. Let M  be a non-singular n n×  matrix with the first 1i −  columns in 

upper triangular form ( 0 1i n< < − ), and with element ,i i  equal to 1. Let j  be the 
smallest integer such that j i>  and element ,j i  is equal to 1. Then the first 1i −  columns 
of ,j iS M×  are identical to the first 1i −  columns of M  and column i  of ,j iS M×  is 
identical to column i  of M  except for element ,j i , which is equal to 1 in M  and equal 
to zero in ,j iS M× . 

 
Corollary 3. Any n n×  non-singular matrix M  can be factored into a set of matrices 

1 kM A A B= × × ×  such that iA , 1 i k≤ ≤  is a single-bit matrix, and B  is an upper 
triangular matrix. 

 
Because we are dealing with matrices over GF(2), the upper triangular matrix of 

Corollary 3 must have 1’s on the main diagonal. Theorem 4 shows how to do back-
substitution to eliminate any 1’s above the main diagonal. Once this procedure is 
complete, the result will be the identity matrix. 

 
Theorem 4. Let M  be an upper triangular matrix. Let j  be the largest integer such 

that column j  of M  has a 1 above the main diagonal, and let i  be the largest integer 
such that i j<  and position ,i j  of M  is equal to 1. Then the product matrix ,i jS M×  is 



an upper triangular matrix that is identical to M  except for position ,i j  which is equal to 
one in M  and zero in ,i jS M× . 

 
Corollary 4. Any n n×  upper triangular matrix M  can be factored into a sequence of 

matrices 1 kM A A= × × , such that iA , 1 i n≤ ≤ , is a single-bit matrix. 
 
Theorem 5 is a summary of the results of the preceding theorems. 
 
Theorem 5. Any n n×  non-singular matrix M  can be factored into a sequence of 

single-bit matrices: 1 kM A A= × × . 
 
Even though our algorithms generate matrices by constructing a product of single-bit 

matrices, Theorem 5 shows that these algorithms can still be general purpose. 

4. Products of Single-Bit Matrices. 
The decomposition given in the preceding section can produce a sequence of matrices 

with many duplicates. This series of matrices can be simplified by combining duplicate 
matrices, but to do this one must be aware of which single-bit matrices commute with one 
another. For example, the matrices 1,2S  and 3,4S  commute with one another, but 1,2S  and 

2,1S  do not. The purpose of this section is to characterize all products of two single-bit 
matrices and show which matrices commute with one another. This will facilitate 
reducing the length of a decomposition sequence. Since any single-bit matrix is its own 
inverse, we can confine ourselves to sequences of matrices , ,i j m nS S× × ×   where 

, ,i j m nS S≠ . We should also note that since ,i jS  and ,m nS  are single-bit matrices, it is 
understood that i j≠  and m n≠ . In the remainder of this section we will assume we are 
dealing with r r×  matrices, that the product in question is , ,i j m nS S× , that ,p qa  will 
denote elements of ,i jS , ,p qb  will denote elements of ,m nS , and ,p qc  will denote elements 
of , ,i j m nS S× . For brevity, the proofs of the lemmas and theorems have been omitted from 
this section. The interested reader will find them in Appendix A. Lemmas 6 and 7 state 
that the product , ,i j m nS S×  is identical to ,m nS except for row i  which is the sum of rows i  
and j  of ,m nS . 

 
Lemma 6. If p i≠  then , ,p q p qc b= . 
 
Lemma 7. If p i=  then , , , ,p q i q i q j qc c b b= = + . 
 
Theorem 8 states that the “extra” one bits of ,i jS  and ,m nS  are copied into the product 

regardless of their relative positions. 
 
Theorem 8. In , ,i j m nS S× , , 1i jc =  and , 1m nc = . 



 
Theorem 9 gives conditions under which nothing happens except copying in the extra 

one bits. 
 
Theorem 9. If j m≠  then the main diagonal of , ,i j m nS S×  is all 1’s, and the only non-

zero elements off the main diagonal are the elements ,i jc  and ,m nc . 
 
Theorem 10 shows one thing that will happen when the conditions of Theorem 9 are 

not met. The condition of Theorem 10 states that the two extra one bits are diametrically 
opposed to one another across the main diagonal. When this happens, a zero is introduced 
into the main diagonal. 

 
Theorem 10. If j m=  and i n= , then in , ,i j m nS S× , , 0i ic =  and the only non-zero 

element of row i  is ,i jc . 
 
Theorem 11 completes the discussion about what happens when the conditions of 

Theorem 9 are not met. If the two positions “interfere” with one another, but are not 
diametrically opposed, then an extra one is introduced. 

 
Theorem 11. If j m=  and i n≠ , then in , ,i j m nS S× , , 1i ic = , , 1i jc = and , 1i nc = . All 

other elements of row i  are equal to zero. 
 
Theorem 12 states that two single-bit matrices commute if and only if Theorem 9 

applies to both , ,i j m nS S×  and , ,m n i jS S× . 
 
Theorem 12. The two single-bit matrices ,i jS  and ,m nS  commute with one another if 

and only if j m≠  and i n≠ . 

5. Simplifying Boolean Functions 
Conjugate symmetry imposes a set of functional equivalences on the inputs to a 

function. If f  is a totally symmetric function, and T  is a linear transformation, then fT  
is totally symmetric with respect to a set of linear expressions involving the original 
inputs. By taking advantage of these functional dependencies, it is possible to 
significantly simplify the implementation of many Boolean functions. In this case, the 
linear transformation cannot be obtained for free, so in is usually necessary to use the 
same linear transformation to simplify several functions. 

As an example, consider the set of totally symmetric 4-input Boolean functions. 
Because the value of a totally symmetric function depends only on the number of 1’s in 
the input, there are 32 such functions. We can designate these functions using a 5-bit 
binary number such as 10101. The function that corresponds to this “spectrum” would 
map input 0000 to 1, inputs 0001, 0010, 0100, and 1000 to 0, inputs 0011, 0101, 1001, 
0110, 1010, and 1100 to 1, inputs 0111, 1101, 1011, and 1110 to 0, and input 1111 to 1. 
(The low-order bit corresponds to input 0000.). Table 1 of Appendix B gives a minimal 



sum-of-products implementation of these functions. There are a total of 164 implicants, 8 
with one factor, 28 with two factors, 56 with 3 factors and 72 with 4 factors. After 
applying the linear transformation of Figure 24. Matrix for Symmetric Functions.to these 
functions, we obtain the corresponding minimal forms of Table 2 of Appendix B. In the 
second table, there are a total of 90 implicants, 17 with one factor, 33 with two factors, 32 
with 3 factors and 8 with four factors. Applying the linear transformation not only cuts 
the number of implicants nearly in half, but also significantly reduces the number of 
terms. 

 
1 1 1 1
0 1 1 1
0 0 1 1
0 0 0 1

 
 
 
 
 
 

 

Figure 24. Matrix for Symmetric Functions. 
When dealing with specific functions, of course, it is necessary to use a more 

systematic method for choosing an appropriate linear transformation. As in the simulation 
algorithms, it is easiest to deal with single-bit matrices. Single-bit matrices can be chosen 
one at a time to perform local optimizations. Once all local optimizations have been 
performed, the individual matrices can be multiplied together in the order they were 
originally chosen to perform the global optimization of the entire function. 

For example, consider the symmetric function that assigns 1 to the inputs 0111, 1011, 
1101, and 1110, and zero to everything else. This function has the Karnaugh map shown 
in Figure 25. (We assume that inputs 1 and 2 are on the left, and inputs 3 and 4 are on the 
top.) 

 
 00 01 11 10 
00 0 0 0 0 
01 0 0 1 0 
11 0 1 0 1 
10 0 0 1 0 

Figure 25. Initial Karnaugh Map. 

When applying a single-bit matrix ,i jS  it is important to remember that ,i jS  causes 
input number i  to conditionally invert input j . Thus 1,2S  will cause input 1 to 
conditionally invert input 2. Conditional inversions take place only when the inverting 
input is equal to 1, and this corresponds to the last two rows of the Karnaugh map. 
Applying the transformation swaps the last two rows, giving the map of Figure 26. 

 



 00 01 11 10 
00 0 0 0 0 
01 0 0 1 0 
11 0 0 1 0 
10 0 1 0 1 

Figure 26. First Map Transformation. 
This transformation reduces the essential implicants from four to three. Applying the 

transformation 3,4S  swaps the last two columns, giving the map of Figure 27. 
 

 00 01 11 10 
00 0 0 0 0 
01 0 0 0 1 
11 0 0 0 1 
10 0 1 1 0 

Figure 27. Second Map Transformation. 
The combined transformation is shown in Figure 28. 
 

1,2 3,4

1 1 0 0
0 1 0 0
0 0 1 1
0 0 0 1

S S

 
 
 × =
 
 
 

 

Figure 28. The Combined Transformation. 
The result is to reduce the number of implicants from four to two, and reduce the 

number of factors in each implicants from four to three. It is not possible to reduce the 
number of implicants any further using a non-singular transformation, since the four 
original minterms are linearly independent, and any four minterms that combine into a 
single implicant must be linearly dependent. However, this problem is addressed, further 
in Section 6. 

To select appropriate single-bit matrices it is necessary to have a clear idea of how 
each matrix will affect the Karnaugh map. Each row of the matrix affects a particular area 
of the Karnaugh map and each column transforms the area in a certain way.. Figure 29 
shows the areas of the map that correspond to each row of the matrix. 



 
Row 1 

 00 01 11 10 
00 0 0 0 0 
01 0 0 0 0 
11 0 0 0 0 
10 0 0 0 0 

 
Row 2 

 00 01 11 10 
00 0 0 0 0 
01 0 0 0 0 
11 0 0 0 0 
10 0 0 0 0 

 

 
Row 3 

 00 01 11 10 
00 0 0 0 0 
01 0 0 0 0 
11 0 0 0 0 
10 0 0 0 0 

 
Row 4 

 00 01 11 10 
00 0 0 0 0 
01 0 0 0 0 
11 0 0 0 0 
10 0 0 0 0 

 

Figure 29. Affected Map Areas. 
To show how each column transforms the affected area we use variable 1 as an 

illustration, The other areas are affected in much the same way. In Figure 30, each 
lettered cell is exchanged with the cell containing the same letter. 

 
Column 2 

 00 01 11 10 
00 0 0 0 0 
01 0 0 0 0 
11 A B C D 
10 A B C D 

 

Column 3 
 00 01 11 10 

00 0 0 0 0 
01 0 0 0 0 
11 A C C A 
10 B D D B 

 

Column 4 
 00 01 11 10 
00 0 0 0 0 
01 0 0 0 0 
11 A A C C 
10 B B D D 

Figure 30. Area Transformations. 
Linear transformations can also be used with to improve the Quine-McCluskey 

minimization algorithm. For example, consider the symmetric function given by the 
minterms, 0011, 0101, 1001, 0110, 1010, 1100, and 1111. The initial table given in 
Figure 31. 

 
0 0000 
1  
2 0011, 0101, 1001, 0110, 1010, 1100 
3  
4 1111 

Figure 31. The Initial Q-M Table. 
In Figure 31, the minimization prospects look slim because there are no adjacent 

minterms. However, we can use linear transformations to change this. First, we count the 
number of 1’s in each of the four positions, and then choose the position with the highest 



number of 1’s and choose that position as the inverting variable. The minterms with 1’s 
in the inverting position are the ones that will move when applying the transformation. 
The direction of movement depends on the value of the variable being inverted. Inverting 
a 1 moves the minterm up the table, while inverting a zero moves it down. Because this 
function is symmetric, it doesn’t matter which variable we choose as the inverting 
variable, so we might as well choose position 1. By the same token, it doesn’t matter in 
this example which variable we choose as the inverted variable, so we might as well 
choose position 2. This will move four minterms, two up the table, and two down. Of 
course, we wish to choose the inverted variable so as to maximize the number of 
neighboring minterms. The result of applying 1,2S  gives us the table of Figure 32. 

 
0 0000 
1 1000 
2 0011 0101 0110 
3 1101 1011 1110 
4  

Figure 32. The First Q-M Transformation. 
And now we can proceed with the second column of the table as shown in Figure 33. 
 

0 0000 -000 
1 1000  
2 0011 0101 0110 -011 -101 -110 
3 1101 1011 1110  
4   

Figure 33. Adding the Second Column. 
We have used all minterms, so there are no essential prime implicants among them. 

The new table has no adjacent implicants, so further minimization is impossible. To deal 
with this problem we need to find a variable position with no dashes, or with a minimal 
number of dashes. If a position containing a dash is chosen for the inverting variable, any 
implicants containing a dash in the inverting position must be broken into two essential 
implicants of larger size, thus undoing the operation that caused the dash to appear. 
Clearly it would be best to avoid this, so in the table above, we choose position 2 as the 
inverting position because it contains no dashes and has a maximal number of 1.s We 
choose position 3 as the inverted position because this will move one implicant up the 
table, and one down the table. It is OK to have a dash in an inverted position because 
dashes are invariant under conditional inversion. The result of applying 2,3S  gives us the 
table of Figure 34. 

 



0 0000 -000 
1 1000 -100 
2 0011 0101 0110 -011 
3 1101 1011 1110 -111 
4   

Figure 34. The Second Q-M Transformation. 
Since there are no essential implicants in column 1 of Figure 34, we do not apply the 

transformation to that column. 
We can now compute column 3, as shown in Figure 35. We have used all implicants 

of column 2 so there are no essential prime implicants in column 2. 
 

0 0000 -000 --00 
1 1000 -100  
2 0011 0101 0110 -011 --11 
3 1101 1011 1110 -111  
4    

Figure 35. Adding the Third Column. 

We can complete the operation by applying 3,4S , giving the table of Figure 36. Again, 
since there are no essential prime implicants in columns 1 and 2, we apply the 
transformation only to column 3. 

 
0 0000 -000 --00 
1 1000 -100 --10 
2 0011 0101 0110 -011  
3 1101 1011 1110 -111  
4    

Figure 36. The Third Q-M Transformation. 
We can now compute the final column, column 4 as shown in Figure 37. 
 

0 0000 -000 --00 ---0 
1 1000 -100 --10  
2 0011 0101 0110 -011   
3 1101 1011 1110 -111   
4     

Figure 37. Adding the Final Column. 
The final transformation matrix is shown in Figure 38. 
 



1,2 2,3 3,4

1 1 0 0 1 0 0 0 1 0 0 0 1 1 1 1
0 1 0 0 0 1 1 0 0 1 0 0 0 1 1 1
0 0 1 0 0 0 1 0 0 0 1 1 0 0 1 1
0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1

S S S

     
     
     × × = =
     
     
     

 

Figure 38. The Final Matrix. 
When applying linear transformations, it is important to note that the zeros of a 

function can be just as important as the ones even when a sum-of-products result is 
desired. For example, consider the symmetric function given by the minterms 0000, 
0001, 0010, 0100, 1000, 0011, 0101, 1001, 0110, 1010, 1100, and 1111. The Quine-
McClusky minimization of this function produces the essential prime implicants 00--, 0-
0-, -00-, 0—0, -0-0, --00 and 1111. Each of these prime implicants must be included in 
the minimal cover. Looking at the 1’s of this function, there are no apparent opportunities 
for further minimization through application of linear transformations. However, the 
zeros of this function are 0111, 1011, 1101, and 1110. These zeros can be clustered using 
the linear transformation 1,2 3,4S S× , producing the minimal cover 00--, --00, -1-1, -010, -
0-0, reducing the number of terms from 7 to 3, and eliminating the 4-factor implicant 
1111. The transformation 1,2 2,3 3,4S S S× ×  does an even better job yielding the minimal 
cover ---0, 00--, -11-.  

6. Collapsing Boolean Functions 
In the preceding section, we have seen how replacing the inputs of a function with a 

linear combination of those inputs can significantly reduce the complexity of a function. 
Despite this simplification, however, the number of inputs to the function does not 
change. In this section we will show how to use linear transformations to reduce the 
number of inputs to a function. In this case we will be using a singular linear 
transformation, N . Given an n  input function f  we seek a singular linear transformation 
N  and a function g  such that f gN= . Since N  is singular, the dimension of the range 
space of N  (called the rank of N ) is smaller than n . This does not necessarily imply 
that g  is a function of fewer than n  inputs, but it is easy to show that if N  and g  exist 
then we can always find a g′  and N ′  such that f g N′ ′= , and g′  has fewer than n  
inputs. 

For example consider the 4-input function f  with minterms 
{0100,0010,0011,1011,1100,1101}, and the singular 4 4×  matrix shown in Figure 39. 

 
1 1 0 0
0 1 1 0
0 0 1 1
1 0 0 1

N

 
 
 =
 
 
  .

 

Figure 39. A Singular Transformation. 



For a function g  to exist such that f gN= , the following must be true. For every 
pair of vectors 1v , 2v  such that 1 2v v≠  and 1 2( ) ( )N v N v= , 1( )f v  must equal 2( )f v . To 
verify that this is indeed the case, we construct the table of Figure 40. 

 
v  ( )N v  ( )f v  
0000 0000 0 
0001 1001 0 
0010 0011 1 
0011 1010 1 
0100 0110 1 
0101 1111 0 
0110 0101 0 
0111 1100 0 
1000 1100 0 
1001 0101 0 
1010 1111 0 
1011 0110 1 
1100 1010 1 
1101 0011 1 
1110 1001 0 
1111 0000 0 

Figure 40. Collapsing the Function f. 
A quick inspection of Figure 40 will verify that the required condition is satisfied, and 

that g  has the minterms {0011,1010,0110}. Although g  is simpler than f  it is still a 
function of four inputs. Now consider the singular 4 4×  matrix N ′  of Figure 41. 

 
1 0 0 0
0 1 0 0
0 0 1 0
1 1 1 0

N

 
 
 ′ =
 
 
 

 

Figure 41. A Second Singular Transform. 

The matrix N ′  can also be used to simplify f  as the table of Figure 42 shows. 



v  ( )N v′  ( )f v  
0000 0000 0 
0001 0111 0 
0010 0010 1 
0011 1100 1 
0100 0100 1 
0101 1010 0 
0110 0110 0 
0111 1000 0 
1000 1000 0 
1001 0101 0 
1010 1010 0 
1011 0100 1 
1100 1100 1 
1101 0010 1 
1110 1110 0 
1111 0000 0 

Figure 42. Collapsing Function f Again. 

Thus N ′  will work, and g′  has the minterms {0010,1100,0100}, making it a function 
of three variables. 

Surprisingly enough, the compatibility of f  with N  and N ′  is dependent only on f  
as Theorem 13 shows. (Again the proof is in Appendix A.) 

 
Theorem 13. Let f  be a function of n  variables, and N  be a singular n n×  matrix 

such that any subset of size 1n −  or smaller of the rows of N  is linearly independent, but 
the sum of all n  rows is the zero vector. Then N  is of rank 1n −  and f  is compatible 
with N  if and only if ( ) ( )f v f v=  for all n  element vectors v , where v  is the bit-wise 
complement of v . 

 
The compatibility with a singular transformation N  does not guarantee compatibility 

with all singular transformations even if they are of the same rank. The following four 
transformations are all of rank 3, but compatibility with one does not guarantee 
compatibility with any of the others. The rows of transformations A , B , and C  do not 
sum to zero, so they do not meet the conditions of Theorem 13. 

 
1 1 0 0
0 1 1 0
0 0 1 1
1 0 0 1

N

 
 
 =
 
 
 

 

1 0 0 0
0 1 1 0
0 0 1 1
0 1 0 1

A

 
 
 =
 
 
 

 

1 0 0 0
0 1 0 0
0 0 1 1
0 0 1 1

B

 
 
 =
 
 
 

 

1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 0

C

 
 
 =
 
 
 

 

Figure 43. Singular Transformations of Rank 3. 



Matrix C is an interesting case because compatibility with Matrix C and its 
conjugates is the basis of the traditional function simplification techniques such as 
Karnaugh maps and the Quine-McCluskey algorithm. 

A complete discussion of singular linear transformations and their compatible 
functions is extremely complex and beyond the scope of this paper. However, the rule

( ) ( )f v f v=  is an easy test that can be applied to find functions that can be simplified 
using this method. 

7. Strange and Collapsed Symmetries 
Strange and collapsed symmetries extend the concept of symmetry beyond the 

concepts of conjugate symmetry. Although the area is intriguing and full of potential, 
there are many, many problems that still remain to be solved. This is partially due to the 
fact that there are a few unsolved mathematical problems in the area. We will present 
some of our major results in this area with the hope that the ideas presented here may 
stimulate further research. 

7.1. Strange Symmetries. 
As noted above, Boolean function symmetries are defined by a set of linear 

transformations. In essence, we start with the group nS , and map it into a group of n n×  
matrices. We have already explored the standard representation, which gives us total, 
partial, weak, and skew symmetries. We have also noted that each conjugate of the 
standard representation defines a whole new class of symmetries containing its own total, 
partial, weak and skew symmetries. 

However, there are many representations of nS  that are not conjugate to the standard 
representation. We call the symmetries generated by these representations strange 
symmetries, because they are difficult to characterize with existing terminology. It is not 
yet clear that there is any advantage to a function being strangely symmetric, but these 
classes appear to contain functions that can be factored in interesting ways. Strange 
symmetries do not exist for 2 and 3 input functions, but appear to exist for functions with 
4 or more inputs. (We have studied only 4 and 5 input functions.) For 4-input functions, 
there are nine super-classes of representations, one of which contains the standard 
representation and its conjugates, and the other eight of which are strange. There appear 
to be 4 such super-classes for 5 input functions, but the large number of non-singular 
5 5×  matrices, and the relatively large size of 5S  makes these results difficult to verify. 

Since the strange super-classes do not contain permutation matrices, it is difficult to 
identify a particular representative of each to call “The Standard Representation.” 
Moreover, the groups themselves provide little insight into the nature of the super-
classes. Thus, is more meaningful to analyze the orbits of each class. 

Suppose G  is a group of n n×  matrices. The n  element vectors 1v  and 2v  are in the 
same orbit of G  if and only if there is a matrix M G∈  such that 1 2( )M v v= . Being in the 
same orbit is an equivalence relation, and the structure of the orbits of a group is 
invariant under conjugation. That is, the number and size of the orbits will be the same 
for G  and 1T GT− . 



The orbits of the standard representation of 4S  are defined by the number of ones in 
each vector. Two vectors are in the same orbit if and only if they have the same number 
of ones. This orbital structure corresponds to the intuitive notion of symmetry. Figure 44 
shows the orbits of the standard representation with one orbit per line. 

 
0000 
0001  0010  0100  1000 
0011  0101  1001  0110  1010  1100 
0111  1101  1011  1110 
1111 

Figure 44. The orbits of the Standard Represntation. 
The number and size of the orbits is preserved by conjugation, even though the 

vectors themselves may be different. Every conjugate of the standard representation will 
have five sets of orbits, two of size 1 (one of which will be 0000), two of size 4 and one 
of size 6. 

We call the standard representation and its conjugates Super-Class 0. Sample orbits 
from the other eight super-classes of dimension 4 are given below. Two groups of 
matrices are conjugate only if their orbital structures are the same, but the converse is not 
necessarily true. The following is a list of the super classes and their orbital structures. 

 
Super-Class 1: 
0000   
1110  1100  1011  1010  1001  1000  0111  0110  0101  0100  0011  0001   
1101  0010   
1111   
 
Super-Class 2: 
0000   
1110  1101  1010  1001  0110  0101  0010  0001   
1100  1011  1000  0111  0100  0011   
1111   
 
Super-Class 3: 
0000   
1111  1101  1011  1001  0111  0101  0011  0001   
1110  1000  0100  0010   
1100  1010  0110   
 
Super-Class 4: 
0000   
1101  1100  1011  1010  0110  0001   
1110  1001  0101  0100  0011  0010   
0111   
1000   
1111   



Super-Class 5: 
0000   
1110  1011  1010  0101  0100  0001   
1101  0010   
1100  1001  1000  0111  0110  0011   
1111   
 
Super-Class 6: 
0000   
1110  1101  1010  1001  0110  0101  0010  0001   
1011  1000  0011   
1100  0111  0100   
1111   
 
Super-Class 7: 
0000   
1100  1011  0110  0001   
1000  0101  0010   
1110  1001  0100  0011   
1101  1010  0111   
1111   
 
Super-Class 8: 
0000   
1110  1101  1011  1010  1001  1000  0111  0110  0101  0100  0010  0001   
1111  1100  0011   
 
The characterization of strange symmetries for an arbitrary number of inputs is still 

an open problem. 

7.2. Collapsed Symmetries 
It is obvious that it is possible to represent nS  as a set of n n×  matrices. It is also 

obvious that if m n>  it is possible to represent nS  as a set of m m×  matrices. We start 
with the n n×  representation and add m n−  rows and columns. We place 1s on the main 
diagonal of the new rows and columns, and zeros elsewhere. The resultant matrices are of 
the form shown in Figure 45, where M  is the original matrix, I  is the ( ) ( )m n m n− × −  
identity matrix, and the zeros represent ( )n m n× −  and ( )m n n− ×  matrices of all zeros. 
(The matrix Q  is called the direct product of M  and the identity matrix I .) 

 
0

0
M

Q I
 

=   
 

 

Figure 45. A Direct-Product Matrix. 



For example, the group of Figure 46 is a 4 4×  representation of 3S . The lines within 
the matrices are for clarification only. 

 
1 0 0 0 1 0 0 0 0 1 0 0 0 0 1 0 0 1 0 0 0 0 1 0
0 1 0 0 0 0 1 0 1 0 0 0 0 1 0 0 0 0 1 0 1 0 0 0
0 0 1 0 0 1 0 0 0 0 1 0 1 0 0 0 1 0 0 0 0 1 0 0
0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1

      
      
      
      
            
      

 

Figure 46. A Direct-Product Representation. 

This matrix group is a subgroup of the standard representation of 4S  and represents 
the partial symmetry of the first three variables of a 4-input function. 

What is not so obvious is that it is possible to create a representation of 1nS +  using 
n n×  matrices. This is done by extending the concept of the permutation matrix. Recall 
that a permutation matrix has exactly one 1 in each row and each column. Thus it is 
essentially a permutation of the rows of the identity matrix. If we start with the set of all 
n n×  permutation matrices and add an additional row of all 1’s we can create ( 1)!n +  
matrices, and the result will be a closed matrix group representing 1nS + . This is fairly 
easy to see if consider the new matrices to be permutations of 1n +  rows, the n  that 
actually appear in the matrix, plus the missing row. Figure 47 shows a representation of 

3S  in 2 2×  matrices. 
 

1 0 0 1 1 0 0 1 1 1 1 1
0 1 1 0 1 1 1 1 1 0 0 1
      
      
      

 

Figure 47. An Extended Representation. 

For 4S  there are two representations in 3 3×  matrices, one with an extra row of all 
1’s and one with an extra column of all 1’s. These two representations are not conjugate 
to one another. 

We note in passing that we can create extended permutation matrices using real 
numbers if we replace the row or column of ones with a row or column of negative ones. 
Technically speaking, that is also what we have done here, since in GF(2) 1 1= − . 

The pattern for 4S  can be repeated in the higher dimensions. Orbital analysis for 
these representations is straightforward. We use nR  to denote the representation of 1nS +  
in n n×  matrices created by including a row of all ones, and nC  as the representation 
created by including a column of all ones. Let 1v  and 2v  be two n  element vectors. Then 

1v  and 2v  belong to the same orbit if and only if 1v  and 2v  have the same number of 
ones, or if 1v  has i  ones and 2v  has j  ones and 1i j n+ = + . 

Thus the orbits of 4R  are as shown in Figure 48. 
 
 



0000 
0001  0010  0100  1000  1111 
0011  0101  1001  0110  1010  1100  0111  1011  1101  1110 

Figure 48. The Orbits of R4 

For nC , first assume that the number of ones in 1v  is greater than or equal to the 
number of ones in 2v . Then, 1v  and 2v  are in the same orbit of nC  if and only if they have 
the same number of ones or if 1v  has 2i  ones and 2v  has 2 1i −  ones for some i n< . 

Thus the orbits of 4C  are as shown in Figure 49. 
 

0000 
0001  0010  0100  1000  0011  0101  1001  0110  1010  1100 
0111  1011  1101  1110  1111 

Figure 49. The Orbits of C4 
 
The groups nR  and nC  define collapsed symmetry. All known super-classes of 

symmetries can be constructed as the direct product of various collapsed symmetries. 
Because the orbital structure of 4R  is identical to that of 4C  one might suspect that they 
are conjugate to one another, and this is indeed the case. However, this is not true for all 
n . 

The extended permutation matrices generate all collapsed symmetries for two and 
three input functions, but for four or more inputs there are additional collapsed 
symmetries. For four inputs, there is an additional 4 4×  matrix group which is 
isomorphic to 5S , but not conjugate to 4R  or 4C . This group and its conjugates have two 
orbits, one containing 0000 and the other containing all non-zero vectors. 

The number of collapsed symmetries for n  inputs is probably related to the number 
of irreducible representations of 1nS +  over GF(2), but the exact relationship is not known 
at this time. 

8. Conclusion 
We have shown how GF(2) matrices can be applied in a number of different contexts, 

but this work just scratches the surface. It is our belief that GF(2) matrices will eventually 
find applications in many diverse areas of EDA, and perhaps in other disciplines as well. 
The work in simulation is reasonably mature but much more work is needed in the area of 
logic synthesis. A drawback of using GF(2) matrices is the cost of computing them, but if 
they were applied earlier in the design cycle, it may be possible to get them for free. In 
other words, if a matrix is used to transform a set of inputs, it may be possible to encode 
data differently from the outset, thus avoiding the cost of the matrix entirely. 

Areas that need more work are the use of singular matrices in function simplification, 
the exploration of exotic symmetries, and the application of matrices in high-level 
synthesis. There are undoubtedly many other application areas as well. We believe that 
the concept of single-bit matrices is crucial to the effective exploitation of GF(2) matrices 
in any context. 



There are also some unsolved mathematical problems, like enumerating all matrix 
groups isomorphic to nS  for an arbitrary n . 

Although the amount of work reported here is substantial, we believe that there is 
immeasurably more work to be done, much more than could be done by a single person 
or a single research team. We have a number of projects under way, and we hope that this 
paper will inspire much additional work in this area. 

9. Appendix A, Proofs of Theorems. 
9.1. Proof of Theorem 1. 

Theorem 1. Any single-bit matrix is of order 2. That is, if A  is a single bit matrix, 
then 2A  is the identity matrix. 

Proof. Let ,i jS  be an n n×  single-bit matrix. We will use the notation ,p qa  to denote 
the element in row p  and column q  of ,i jS  and ,p qc  to denote the corresponding element 
of , ,i j i jS S× . Now, consider the product , ,i j i jS S× . If k i≠ , then row k  of ,i jS  has , 1k ka =  
and zeros elsewhere. Because row k  of , ,i j i jS S×  is computed by multiplying row k  of 

,i jS  times the successive columns of ,i jS , row k  of , ,i j i jS S×  is identical to row k  of ,i jS . 
When computing row i  of , ,i j i jS S× , the only non-zero elements of row i  of ,i jS  are ,i ia  
and ,i ja , so element ,i kc  will be computed using the formula , , , , ,i k i i i k i j j kc a a a a= × . If 
k i≠  and k j≠  then , 0i ka =  and , 0j ka =  so , 0i kc = . If k i=  then 

, , , , , , 1 1 1 0 1i k i i i i i i i j j ic c a a a a= = × = + =  . If k j=  then , , , , , 1 1 1 1 0i j i i i j i j j jc a a a a= × = × + × = . 
So the only non-zero element on row i  of , ,i j i jS S×  is ,i ic , and , ,i j i jS S×  is the identity 
matrix. 

9.2. Proof of Theorem 2. 
Theorem 2. Suppose T  is a non-singular n n×  matrix with the first 1i −  columns in 

upper triangular form, and that element ,i i  is zero. Then there exists a j  and a single-bit 
matrix ,i jS  such that the first 1i −  columns ,i jS T×  are identical to those of T , and 
element ,i j  of ,i jS T×  is equal to 1. 

Proof. Since M  is non singular, there must be a j  such that element ,j i  of M  is 
equal to 1. If this were not the case, rows i  through n  of M  would be linearly 
dependent. We claim that ,i jS M×  has the appropriate properties. We will designate the 
elements of ,i jS  as ,p qa , the elements of M  as ,p qb  and the elements of ,i jS M×  as ,p qc . 
All rows of ,i jS  except row i  are identical to the corresponding rows of the identity 
matrix so, every row of ,i jS M×  other than row i  must be identical to the corresponding 
row of M . Row i  of ,i jS  has two ones, one in position i  and one in position j , so 

, , , , ,i k i i i k i j j kc a b a b= + . If k i< , then , , , , , 1 0 1 0 0i k i i i k i j j kc a b a b= + = × + × = , so row i  starts 



with 1i −  zeros. Thus the first 1i −  columns of ,i jS M×  are identical to the first 1i −  
columns of M . As for ,i ic , , , , , , 1 0 1 1 1i i i i i i i j j ic a b a b= + = × + × = . 

9.3. Proof of Theorem 3. 
Theorem 3. Let M  be a non-singular n n×  matrix with the first 1i −  columns in 

upper triangular form ( 0 1i n< < − ), and with element ,i i  equal to 1. Let j  be the 
smallest integer such that j i>  and element ,j i  is equal to 1. Then the first 1i −  columns 
of ,j iS M×  are identical to the first 1i −  columns of M  and column i  of ,j iS M×  is 
identical to column i  of M  except for element ,j i , which is equal to 1 in M  and equal 
to zero in ,j iS M× . 

Proof. Since all rows of ,j iS , except row j , are identical to the corresponding rows of 
the identity matrix, each row of ,j iS M×  except row j  is identical to the corresponding 
row of M . We need only concern ourselves with row j . Again, we designate the 
elements of ,j iS  as ,p qa , the elements of M  as ,p qb , and the elements of ,j iS M×  as ,p qc . 
Row j  of ,j iS  has two 1’s, one in position ,j ia  and one in position .j ja . So 

, , , , ,j k j i i k j j j kc a b a b= + . If k i<  then , , , , , 1 0 1 0 0j k j i i k j j j kc a b a b= + = + =  . So the first 1i −  
columns of ,j iS M×  are identical to the corresponding columns of M . For column i , 

, , , , , 1 1 1 1 0j i j i i i j j j ic a b a b= + = + =  . 

9.4. Proof of Theorem 4. 
Theorem 4. Let M  be an upper triangular matrix. Let j  be the largest integer such 

that column j  of M  has a 1 above the main diagonal, and let i  be the largest integer 
such that i j<  and position ,i j  of M  is equal to 1. Then the product matrix ,i jS M×  is 
an upper triangular matrix that is identical to M  except for position ,i j  which is equal to 
one in M  and zero in ,i jS M× . 

Proof. Because every row of ,i jS , except row i , is identical to the corresponding row 
of the identity matrix, every row of ,i jS M× , except row i , is identical to the 
corresponding row of M . We designate the elements of ,i jS  as ,p qa , the elements of M  
as ,p qb  and the elements of ,i jS M×  as ,p qc . Row i  of ,i jS M×  is computed using the 
formula , , , , ,i k i i i k i j j kc a b a b= + . If k j< , then by the assumption of upper triangularity, 

, 0j kb = , and , , , , , , ,1 1 0i k i i i k i j j k i k i kc a b a b b b= + = + =   If k j> , by the assumption that j  is 
the largest integer such that column j  of M  has ones above the main diagonal, 

, , 0i k j kb b= = , and , , 0i k i kc b= = . If k j=  then , , , , , 1 1 1 1 0i j i i i j i j j jc a b a b= + = + =  . 

9.5. Proof of Lemma 6. 
Lemma 6. If p i≠  then , ,p q p qc b= . 



Proof. Since the main diagonal of ,i jS  is all 1’s, and since the only non-zero element 
of ,i jS  which is not on the main diagonal is ,i ja ,  

 

,
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,

0 0 1 0

p q

p q p k k q p p p q p r r q
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p q
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9.6. Proof of Lemma 7. 
Lemma 7. If p i=  then , , , ,p q i q i q j qc c b b= = + . 
Proof: Since all elements of row i  other than ,i ia  and ,i ja  are zero, and since , 1i ia =  

and , 1i ja =  
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+ + + + + =
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9.7. Proof of Theorem 8. 
Theorem 8. In , ,i j m nS S× , , 1i jc =  and , 1m nc = . 
Proof. If i m≠ , then , 1m nc =  follows from lemma 6. Therefore, let us assume that 

i m= . Because , ,i j m nS S≠  it is necessary that j n≠ . In this case by Lemma 7, 

, , , , , , ,1m n i n i n j n m n j n j nc c b b b b b= = + = + = + . But since i j≠  and j n≠  , 0j nb = , and , 1m nc =

. By Lemma 7, , , , , 1i j i j j j i jc b b b= + = + . However, since i j≠  and , ,i j m nS S≠ , , 0i jb =  and 

, 1i jc = . 

9.8. Proof of Theorem 9. 
Theorem 9. If j m≠  then the main diagonal of , ,i j m nS S×  is all 1’s, and the only non-

zero elements off the main diagonal are the elements ,i jc  and ,m nc . 
Proof. The only elements of , ,i j m nS S×  we need concern ourselves with are the 

elements of row i  other than ,i jc  (and ,m nc  if m i= ). First, , , , ,1i i i i j i j ic b b b= + = + . Since 
j m≠  and j i≠ , , 0j ib =  and , 1i ic = . Let ,i qc  be some element of row i  other than ,i ic  

,i jc  or ,m nc . Then , , ,i q i q j qc b b= +  Since q i≠  and since ,i qc  is not ,m nc , , 0i qb = . By the 
same token, since q j≠  and j m≠ , , 0j qb = . So , , , 0 0 0i q i q j qc b b= + = + = . 

9.9. Proof of Theorem 10. 
Theorem 10. If j m=  and i n= , then in , ,i j m nS S× , , 0i ic =  and the only non-zero 

element of row i  is ,i jc . 



Proof. , , , , , 1 1 0i i i i j i i i m nc b b b b= + = + = + = . Note that m i≠ , so ,m nc  is not in row i . 
Let q j≠  and q i≠ . Then , , ,i q i q j qc b b= + . Since i j≠ , , 0i qb =  and , 0j qb = . Thus 

, 0i qc = . 

9.10. Proof of Theorem 11. 
Theorem 11. If j m=  and i n≠ , then in , ,i j m nS S× , , 1i ic = , , 1i jc = and , 1i nc = . All 

other elements of row i  are equal to zero. 
Proof. Note that the conditions of the theorem imply that ,m nc  is not contained in row 

i , since this would mean that m i j= = , and it is necessary that i j≠ , so m i≠ . We 
already have , 1i jc =  by Theorem 8. Now, , , , ,1i i i i j i j ic b b b= + = + , but since i n≠  and 
i j≠ , , 0j ib =  and , 1i ic = . Further, , , , , , , 1i n i n j n i n m n i nc b b b b b= + = + = + . But since i n≠  
and m i≠ , , 0i nb = , and , 1i nc = . If q i≠  and q j≠  and q n≠ , then , 0i qb =  and , 0j qb = . 
Therefore , , , 0 0 0i q i q j qc b b= + = + = . 

9.11. Proof of Theorem 12. 
Theorem 12. The two single-bit matrices ,i jS  and ,m nS  commute with one another if 

and only if j m≠  and i n≠ . 
Proof. If j m≠  and i n≠  then by Theorem 1, , ,i j m nS S×  has ones on the main 

diagonal, ones in positions ,i j  and ,m n , and zeros elsewhere. Also by Theorem 1, 

, ,m n i jS S×  has ones on the main diagonal, ones in positions ,m n  and ,i j , and zeros 
elsewhere. Thus , , , ,i j m n m n i jS S S S× = × . For the converse there are three cases. If j m=  
and i n= , then by Lemma 1 , ,i j m nS S×  has a 1 in position ,j j , and by Theorem 3 has a 
zero in position ,i i . However , ,m n i jS S×  has a 1 in position , ,n n i i= , hence 

, , , ,i j m n m n i jS S S S× ≠ × . If j m=  and i n≠  then by Theorem 4, , ,i j m nS S×  has three ones 
off of the main diagonal, in positions ,i j , ,m n  and ,i n . However by Theorem 2, 

, ,m n i jS S× has only two ones off of the main diagonal. Thus , , , ,i j m n m n i jS S S S× ≠ × . The 
case of j m≠  and i n=  is similar. 

9.12. Proof of Theorem 13. 
Theorem 13. Let f  be a function of n  variables, and N  be a singular n n×  matrix 

such that any subset of size 1n −  or smaller of the rows of N  is linearly independent, but 
the sum of all n  rows is the zero vector. Then N  is of rank 1n −  and f  is compatible 
with N  if and only if ( ) ( )f v f v=  for all n  element vectors v . (Note that v  is the bit-
wise complement of v .) 

Proof. The rank of N  follows immediately from the fact that any subset of 1n −  
rows of N  is linearly independent. Now consider an n  element vector v . Let 

1 2{ , , , }kP p p p=   be the set of non-zero positions of v . ( )N v  is obtained by computing 
the vector sum of the rows numbered 1 2{ , , , }kp p p  of N . Now consider the non-zero 



positions of v , 1 2{ , , , }jQ q q q=  . By the definition of v , k j n+ =  and 
{1,2, , }Q n P= − . Therefore ( ) ( )N v N v+  is the sum of all rows of N  and is equal to 

the zero vector. Now let 1 2( ) ( , , , )nN v a a a=  , and 1 2( ) ( , , , )nN v b b b=  . Since 
( ) ( ) 0N v N v+ = , it is necessary that i ia b= −  for all i . But in GF(2) x x− =  for all x  and 

i ia b=  for all i , therefore ( ) ( )N v N v=  for all v . Since the rank of N  is 1n − , if 

1 2 3( ) ( ) ( )N v N v N v= = , then either 1 2v v= , 2 3v v=  or 1 3v v= . Thus if 1 2( ) ( )N v N v=  then 

2 1v v= . This implies that f  is compatible with N  if and only if ( ) ( )f v f v=  for all v . 

  



10. Appendix B. Symmetric Functions. 
Spectrum Minimal Sum-Of-Products Form 
00000 0 
00001 abcd  
00010 a bcd ab cd abc d abcd′ ′ ′ ′+ + +  
00011 abc abd acd bcd+ + +  
00100 a b cd a bc d a bcd ab c d ab cd abc d′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + +  
00101 a b cd a bc d a bcd ab c d ab cd abc d abcd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + +  
00110 abc a bd ab d acd bcd a cd′ ′ ′ ′ ′ ′+ + + + +  
00111 ac ad bc bd ab cd+ + + + +  
01000 a bc d a b cd a b c d a b cd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + +  
01001 a bc d a b cd a b c d a b cd a b cd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + +  
01010 a bcd ab cd abc d abcd a b c d a b cd a bc d ab c d′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + + +  
01011 bcd acd abd abc a b c d a b cd a bc d ab c d′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + + +  
01100 a cd a b d a b c a cd a bc a bd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + +  
01101 a cd a b d a bc ac d ab c ab d abcd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + +  
01110 bc a d ab cd′ ′ ′ ′+ + +  
01111 a b c d+ + +  
10000 a b c d′ ′ ′ ′  
10001 a b c d abcd′ ′ ′ ′ +  
10010 a b c d a bcd ab cd abc d abcd′ ′ ′ ′ ′ ′ ′ ′+ + + +  
10011 a b c d bcd acd abd abc′ ′ ′ ′ + + + +  
10100 a b c d a b cd a bcd a bc d a b cd a b cd a b cd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + +  
10101 a b c d abc d ab cd ab c d a bcd a bc d a b cd abcd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + + +  
10110 abc a bd ab d acd bcd a cd a b c d′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + +  
10111 ac ad bc bd ab cd a b c d′ ′ ′ ′+ + + + + +  
11000 a b c a c d a c d b c d′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + +  
11001 a b c a c d a c d b c d a b cd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + +  
11010 a b c a c d a c d b c d a b cd a bcd a b cd a b cd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + + +  
11011 a b c a c d a c d b c d bcd acd abd abc′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + + +  
11100 a b c d a c a d b c b d′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + +  
11101 a b c d a c a d b c b d a b cd′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′ ′+ + + + + +  
11110 a b c d′ ′ ′ ′+ + +  
11111 1 

Table 1. The 4-Input Symmetric Functions. 
  



Spectrum Minimal Sum-Of-Products Form 
00000 0 
00001 ab cd′ ′  
00010 bc d ab d′ ′+  
00011 bc d ab d ab c′ ′ ′+ +  
00100 bd ac d a cd′ ′ ′ ′ ′+ +  
00101 bd cd ad′ ′ ′+ +  
00110 bc ac bd ab d bcd′ ′ ′ ′ ′+ + + +  
00111 bc ab cd′ ′ ′+ +  
01000 a b d b cd′ ′ +  
01001 a b d b cd a bcd′ ′ ′ ′+ +  
01010 d  
01011 d ab c′+  
01100 a c bc bd ac d a b d′ ′ ′ ′ ′ ′+ + + +  
01101 a c bc bd ad a b d′ ′ ′ ′ ′+ + + +  
01110 b d a c ac′ ′+ + +  
01111 a b c d+ + +  
10000 a b c d′ ′ ′ ′  
10001 a b c d a bcd′ ′ ′ ′ ′ ′+  
10010 a bd b cd a b c d′ ′ ′ ′ ′ ′+ +  
10011 a bd b cd a bc a b c d′ ′ ′ ′ ′ ′ ′+ + +  
10100 a b a d b d′ ′ ′ ′ ′+ +  
10101 d ′  
10110 ac bc a d bd ab d′ ′ ′ ′ ′ ′+ + + +  
10111 d bc ab′ ′ ′+ +  
11000 a b c a b d b cd′ ′ ′ ′ ′+ +  
11001 a b c a b d b cd a bcd′ ′ ′ ′ ′ ′ ′+ + +  
11010 d a b c′ ′ ′+  
11011 d a b c a bc′ ′ ′ ′+ +  
11100 a b c d bc′ ′ ′ ′+ +  
11101 d a b bc′ ′ ′+ +  
11110 a b c d′ ′+ + +  
11111 1 

Table 2. Conjugate Symmetric Functions 
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