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ABSTRACT 
The next generation of software systems will be highly dis- 
tributed, component-based, service-oriented, will need to 
operate in unattended mode and possibly in hostile envi- 
ronments, will be composed of a large number of "replace- 
able" components discoverable at run-time, and will have 
to run on a multitude of unknown and heterogeneous hard- 
ware and network platforms. This paper focuses on service 
oriented-architectures in which each component provides a 
set of interrelated services to other components. These com- 
ponents are QoS-aware (i.e., aware of Quality of Service re- 
quirements) and are capable of engaging in QoS negotiations 
with other components of a distributed application. The 
main contributions of this paper are: i) the description of 
an architecture for QoS-aware software components that are 
able to negotiate QoS requirements with other components, 
ii) the specification of the protocols used for QoS negotiation 
and admission control at the QoS-aware components, iii) a 
report on the implementation of a QoS-aware component, 
and iv) the experimental validation of the ideas presented 
in the paper. 

Categories and Subject Descriptors 
H.4 [ I n f o r m a t i o n  S y s t e m s  A p p l i c a t i o n s ] :  Miscellaneous; 
D.2.8 [Software Eng inee r ing ] :  M e t r i c s - - c o m p l e x i t y  mea- 
sures, per formance  measures  

1. INTRODUCTION 
It has been predicted that within a few years, there will be 

almost a billion internet-based devices and sensors interact- 
ing worldwide on the Internet [4, 6]. To cope with this de- 
mand, the next generation of complex software systems will 
be highly distributed, component-based, service-oriented, 
will need to operate in unattended mode and possibly in 
hostile environments, will be composed of a large number of 
"replaceable" components discoverable at run-time, and will 
have to run on a multitude of unknown and heterogeneous 
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hardware and network platforms. Three major requirements 
for such systems are performance, availability, and security. 
Performance requirements imply that such systems must be 
adaptable and self-configurable to changes in workload in- 
tensity. Availability and security requirements suggest that  
these systems have to adapt and reconfigure themselves to 
withstand attacks and failures. In this paper we concen- 
trate on QoS requirements for performance (e.g., response 
time and throughput).  

In this paper we focus on service oriented-architectures in 
which each component provides a set of interrelated services 
to other components. These services are advertised in a 
directory through a registration mechanism. A distributed 
application is made up of components that  request services 
from other components. 

In coraponent-based systems, a component is an active 
self-contained object with a well-defined interface, capable 
of being used in different applications from that  for which 
it was originally designed. In such systems, an infrastruc- 
ture is provided that is specifically intended to accommo- 
date preexisting components. Component technologies such 
as CORBA, COM, and Java Beans provide a uniform way 
of interconnecting and reusing components, thereby allow- 
ing the integration of previously developed components [5, 
19]. 

Services are implemented by components whose service 
APIs are published and/or  discovered by other services on 
an as-need basis. An example of this model is the Web 
Services paradigm [23], which combines the Simple Object 
Access Protocol (SOAP) [21], the Web Services Descrip- 
tion Language (WSDL) [22], and the Universal Description, 
Discovery, and Integration (UDDI) [24]. The Extensible 
Markup Language (XML) is the basic mechanism behind 
all of these initiatives. Other examples of service discovery 
protocols include Jini [3], UPnP, and SLP [14]. Discovering 
services based on their functionality and QoS characteristics 
is an important consideration in Web Services and UDDI 
registries [11, 17]. 

The next generation of software systems will potentially 
be more robust and more adaptable to changing environ- 
mental conditions (e.g., network failures, denial of service 
attacks) since new service providers may be discovered and 
used when services become unavailable. While there has 
been work on reconfigurable software systems [7, 16, 20], 
most of it is aimed at designing mechanisms and architec- 
tures that allow systems to reconfigure to adapt to changes 
in the environment and not to a need to satisfy QoS require- 
ments. 
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In large, dynamic, highly distributed, loosely coupled, 
component-based systems, it is necessary to use a frame- 
work for software system composition and dynamic recon- 
figuration that can support the evolution of functional and 
performance requirements as well as environmental changes 
(e.g., network, hardware and software failures). Software 
systems in these environments need to be composed of au- 
tonomous components that have the capability to commu- 
nicate with other components and negotiate requests to be- 
come part of larger systems. Each component must have 
the intelligence and modeling capability to manage and al- 
locate its own internal resources so that proper Quality of 
Service (QoS) guarantees can be honored. Thus, all compo- 
nents have several identical capabilities including QoS ne- 
gotiation, registration, and QoS monitoring. What  makes a 
component unique is the set of services it provides. We pro- 
pose a QoS-based approach to distributed software system 
composition and reconfiguration. Our method uses resource 
reservation mechanisms at the component level to guarantee 
soft (i.e., average values) QoS requirements at the software 
system level. We do not claim to provide hard real-time QoS 
guarantees. 

Different metrics can be used for measuring and providing 
a given QoS level, such as response time, throughput, and 
concurrency level. In a client/server system, when a client 
requests a service from a server, the server is usually already 
servicing other requests. If the system is heavily loaded, the 
client could receive a poor response time or throughput. In 
many applications, it is necessary for a client to receive a 
guaranteed QoS level. To avoid the problems of poor QoS, 
this paper describes QoS-aware components (or simply Q- 
component), where a client component can request a ser- 
vice with a certain QoS level. The server then determines 
whether it can provide this level of QoS and if it can, it com- 
mits to do so. Otherwise, it negotiates with the client for 
a different QoS level. If eventually, a mutually agreed QoS 
level is negotiated, then the server takes this into account 
when it negotiates with other clients. 

QoS control has been the subject of extensive research 
in the networking, multimedia, web servers, and real-time 
communities. The approaches vary in terms of the mod- 
els used to assess the requirements of requests, the evalua- 
tion of resource reservation requests, and the control mech- 
anisms used to enforce QoS goals. For example, in [1] a 
control-theoretic approach to guaranteeing the performance 
of a Web server is developed. The approach is specific to 
Web servers and is based on keeping the utilization of the 
Web server under 0.58 and using content adaptation, if nec- 
essary, to reduce server load. The optimal admission of 
multimedia streams in IP networks has been studied in [2]. 
Our work proposes an approach to QoS control of software 
components that is applicable to any type of distributed 
component-based application. 

Various standards have been proposed for QoS. For ex- 
ample, the CORBA message specification provides a QoS 
framework, which defines standard QoS policies for CORBA 
applications [18]. The OMG's profile for schedulability, per- 
formance, and time, allows for performance and QoS anno- 
tations to be added to UML specifications [15]. 

The main contributions of this paper are: i) the descrip- 
tion of an architecture for QoS-aware software components 
that are able to negotiate QoS requirements with other com- 
ponents, ii) the specification of the protocols used for QoS 

negotiation and admission control at the QoS-aware compo- 
nents, iii) a report on the implementation of a QoS-aware 
component, and iv) the experimental validation of the ideas 
presented in the paper. 

The rest of this paper is organized as follows. Section two 
provides a motivation for QoS negotiation for components 
that offer several services. Section three introduces the basic 
concepts of QoS-aware applications and QoS-aware compo- 
nents. Section four describes the negotiation protocol used 
to establish QoS compliant sessions with a component. Sec- 
tion five describes how QoS evaluation is done. Section six 
describes how a performance model is built by a compo- 
nent to evaluate requests for session establishment. Section 
seven describes the results of experiments carried out to val- 
idate the ideas presented in the paper. Finally, section eight 
presents some concluding remarks. 

2. MOTIVATION 
Consider a component that offers three types of services: 

S1, $2, and $3. Consider that the response time (R) and 
throughput (X) QoS goals for these services are, respec- 
tively, Rsl < 7 sec and Xsl > 2 requests/sec; Rs2 < 6 
sec and Xs2 > 1.5 requests/sec; and Rs3 < 5.5 sec and 
Xs3 > 1.0 requests/sec. These response time and through- 
put constraints define feasibility regions for each service (see 
Figure 1). 

Consider also that the component has agreed to run up 
to 20 concurrent requests of service S1 and up to 10 concur- 
rent requests of service $2. We illustrate now with the use 
of Figure 1 the variation of the QoS, represented by the pair 
(response time, throughput) for each of the three services 
as the concurrency level, N, i.e., the maximum number of 
concurrent executions, for service $3 grows from 1 to 6. For 
each service, there is a sequence of six points, each corre- 
sponding to one value of N. The arrows go from N = 1 to 
N = 6. The figure shows that service $2 is always inside 
its feasibility region for all values of N. Service S1 is in its 
feasibility region only when N < 5. Service $3 starts outside 
its feasibility region when N = 1 because of a violation of its 
throughput goal and satisfies its QoS goals for N = 5 and N 
--- 6. Thus, the only value of N that satisfies the QoS goals 
of all three services is N = 5. Therefore, a Q-component has 
to be able to determine the proper mix of request types and 
their concurrency levels that can be simultaneously executed 
while meeting the QoS goals of all of them. 

3. QOS AWARE APPLICATIONS 
A QoS aware application, or simply Q-application, is dy- 

namically composed of QoS aware components, or Q-compo- 
nents. A Q-component is assumed to run on a single hard- 
ware platform. For the purposes of this paper it is assumed 
that Q-components do not share a hardware platform with 
other components. This constraint can be relaxed without 
much effort. 

As indicated in Figure 2 (a), before a Q-component is 
made part of a Q-application, it must register with some 
service directory, such as in UDDI [24]. A Q-application can 
then discover Q-components that provide given services by 
interacting with the directory service. Finally, a QoS negoti- 
ation between the Q-application and the Q-component takes 
place. If the negotiation is successful, the Q-component 
becomes part of the Q-application and the services of the 
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component can be accessed by other components of the Q- 
application, as shown in Figure 2 (b). 

The main tasks of a Q-component are 1) register its ser- 
vices, 2) engage in QoS negotiation--this negotiation can 
result in requests being accepted, rejected, or in counter 
offers being made to the requester, 3) provide services for 
concurrent requests while preserving QoS guarantees, and 
4) maintain a table of the QoS commitments made to other 
components. 

A QoS request p is used to start a session with a Q-compo- 
nent. A session is characterized from the point of view of 
the session initiator by N (N > 1) concurrent threads, all 
submitt ing requests to the same service of a Q-component. 
There is no limit to the total number of requests that can 
be submitted by each of the N threads. However, a thread 
cannot submit a subsequent request until  a reply from the 
previous one is received. More precisely, p = (rid, Sid, N, 
RMAX, XMIN) where rid is an identification of the request 
generated by the requester, Sid is the id of the service to 
be executed within the session, N is the concurrency level, 
i.e., the maximum number of concurrent requests to execute 
service Sid in the session, RMAX is the maximum average 
request response time for the session, and XMIN is the min- 
imum throughput of the session. 

4. QOS NEGOTIATION PROTOCOL 
We describe now, with the help of Figure 3, the archi- 

tecture of a Q-component and how it is used in QoS nego- 
tiation. A Q-component, like any regular service-oriented 
component, has a service registration module that imple- 
ments the interaction with a service directory service. A 
service dispatcher receives requests to execute a service and 
sends the requests to an available thread that executes the 
service requested. In a regular component, all requests are 
accepted. In the case of a Q-component, service execution 
only takes place if the request is part of an accepted session 
as discussed in what follows. 

The QoS Request Handler implements the QoS Negoti- 
ation Protocol with the help of the QoS Negotiator, QoS 
Evaluator, and Performance Model Solver. Four types of 
messages can be received by the QoS Requests Handler: 

Q 
component 

Q-appfication 

Q 
component 

(2) 

(3) 
QoS Negotiation 

(a) 

(1) 
Registration 

(4) 
Service Access 

0 
component ~ 

Q 
component 

Q-application 
(b) 

F i g u r e  2: A Q - a p p l i c a t i o n .  (a) R e g i s t r a t i o n ,  d iscov-  
ery, a n d  QoS n e g o t i a t i o n .  (b) Serv ice  Access .  

QoSRequest: this message is a request to start a ses- 
sion with certain QoS guarantees. This request can be 
accepted, rejected, or a counter offer with a smaller 
concurrency level can be generated as a result of the 
request. The decision about accepting, rejecting, or 
providing a counter offer is taken by the Q-component 
according to the table of Figure 5, explained in Sec- 
tion 5. When a QoS request p is accepted, it is placed 
by the Q-component in a Table of QoS Commitments 
(ToC). Also, an encrypted token is generated and sent 
back to the requester with the acceptance message. 
We used DES as encryption in our experiments but 
any other symmetric key encryption algorithm (e.g., 
Triple DES or AES) could be used. The token, which 
is the concatenation of three elements: the index of 
the QoS commitment in the ToC, the request id (rid), 
and a nonce (i.e., a random number) generated by the 
Q-component, has to be sent along with any request 
for service in order to validate the request as part of 
an accepted session. It should be noted that  there are 
no key management issues associated with token en- 
cryption since only the Q-component needs to encrypt 
and decrypt the token. When a counter offer is gen- 
erated, the modified request is placed in the Table of 
QoS Commitments in a temporary state to give the re- 
quester a chance to accept or reject the counter offer. 
Counter offers expire after a certain time period. If the 
acceptance arrives too late, the requester is notified. 

AcceptCounterOffer: this message is used to indicate 
to a Q-component that  a counter offer is accepted. 
In this case, the temporary commitment, if not yet 
expired, is made permanent. 

RejectCounterOffer: this message indicates that a coun- 
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F i g u r e  3: A r c h i t e c t u r e  of  a Q - c o m p o n e n t .  

ter offer was rejected. The temporary commitment is 
deleted fl'om the ToC. 

• EndSession: this message indicates to the Q-component 
that a session has ended. The ToC entry that corre- 
sponds to this session is deleted. 

Figure 4 presents the pseudo-code of the QoS Negotia- 
tion Protocol. The function QoSFeas ib i l i ty  returns either 
accept, reject, or counter offer, as explained in section5. 

It should be noted that the service dispatcher implements 
admission control within an accepted session by not accept- 
ing additional requests for that session if the number of ex- 
ecuting requests for the session is equal to its negotiated 
concurrency level. 

Consider the following example involving QoS negotiation 
among components using the QoS negotiation protocol. The 
example addresses negotiation between two clients--an on- 
line stock trader and an online news site---and a compo- 
nent that provides two types of stock quotes services: an 
almost real time quotes service (used by the trading site) 
and a delayed quotes service (used by the news site). The 
online stock trader has QoS requirements on response time 
and throughput that are certainly stricter than those of the 
online news channel. If the trading site is not able to ob- 
tain acceptable QoS guarantees during negotiation, it may 
look for other components that provide similar services. The 
news channel may have more relaxed QoS requirements due 
to the nature of the services it is using from the component. 

5. QOS REQUEST EVALUATION 
The QoS request evaluation is done with the help of the 

Performance Model Solver, which solves a closed multiclass 
QN model using Approximate Mean Value Analysis (AMVA) [12]. 
In this model, each class corresponds to one session. The 
model is dynamically built each time that a QoS request is 

to be evaluated. If there are V sessions in the table of com- 
mitments, the performance model will have V + 1 classes, 
V for the committed sessions and one for the session being 
evaluated. More details about how the model parameters 
are computed are presented in section 6. 

Consider a QoS request p = (rid, Sid, N, MAXR, MINX) 
being evaluated by a Q-component. This QoS request is 
evaluated by the QoS Evaluator using the decision table 
given in Figure 5. This table is organized into four major 
sections, which describe the alternatives considered by the 
QoS Evaluator, as follows: 

1. The current QoS request being evaluated meets its 
QoS goals and all the other already committed ses- 
sions continue to satisfy their QoS goals. In this case, 
the QoS request is accepted. 

2. The current QoS request being evaluated does not 
meet its QoS goals but the already committed sessions 
continue to meet their QoS goals. In this case, the cur- 
rent request will either be rejected or a counter offer 
will be sent depending on the reason for violating the 
QoS goals of the current request. 

• If only MAXR is violated, a possible remedy is to 
decrease the concurrency level N of the current re- 
quest to reduce its response time. Note that this 
only will improve the performance of the com- 
mitted sessions. If a value of N > 1 can be found 
such that MINX is not violated, then a counter 
offer is generated. Otherwise, the QoS request is 
rejected. 

• If only MINX is violated, N has to be increased 
to increase the throughput. If it is possible to 
find a value of N that does not violate the already 
committed sessions and satisfies p, then a counter 
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Receive QoSRequest (request): 
Begin 
Purge expired entries from ToC; 
Result = QoSFeasibility (request); 
If Result = Accept 
Then Begin 

Enter QoS Commitment  into ToC; 
Create Token for Request; 
Send AcceptQoSRequest and Token to client 

End 
Else If Result = CounterOffer 
Then B e g i n / *  send counter offer */  

Create temporary  entry for request in ToC; 
Create a Token for Request; 
Send CounterOffer and Token to client 

End 
E l s e / *  result = reject */  

Send RejectRequest to client 
End 

Receive AcceptCounterOffer: 
Begin 
If token is valid & 

temporary entry in ToC has not expired 
Then Begin 

Turn temporary  entry in ToC 
into a permanent one; 

Send AcceptQoSRequest + Token to client 
End 

Else If Token is v a l i d / *  token expired */ 
Then Begin 

Delete temporary  entry from ToC; 
Send RejectRequest to client 

End 
Else Send InvalidTokenMessage to client 

End 

Receive RejectCounterOffer: 
Begin 
If Token is valid 
Then Delete temporary  entry from ToC 
Else Send InvalidTokenMessage to client 
End 

Receive EndSession: 
Begin 
If Token is valid 
Then Delete entry from ToC 
End 

1. Current and other requests are satisfied IAccept 
2. Only Current is Violated 
Reason IRernedy I Current I 

OK 

Not OK: Only MAXR is 
Decrease N MINX is 

violated 
violated or 

N=0 

OK 
OK 

Not OK & 

Only MINX is Increase N MAXR is 
violated violated 

Not OK & 
MAXR is 
violated Not OK 

MINX & 
MAXR are Decreasing N reduces X and increasing 

N increases R. So, there is no solution. violated 
3. Current Re¢ uest and Others are Violated 
Reason I Remedy Current Others 

OK OK 
OK Not OK 

Only MAXR is Decrease N Not OK: 
violated MINX is 

violated or 
N=0 

Only MINX is 
violated 

Others I Decision 

OK Counter Offer 

OK Reject 

OK Counter Offer 
Not OK Reject 

OK Reject 

Reject 

Reject 

Decision 

OK or not OK 

Counter Offerl 
R~ect 

Reject 

Reject 
X could be increased by increasing N. 

But this would further violate the QoS of 
other classes. 

MINX & 
MAXR are Decreasing N reduces X and increasing Reject 

violated N increases R. So, there is no solution. 

4. Only Other Requests are Violated 
Remed C - • - , Decision 

Any Decrease N 

/ m  

OK 

Not OK: 
MINX 

violated or 
N=0 

Not OK: N=I 
but others still 

violated 

OK or not OK 

Counter Offer 

Reject 

R ~ e ~  

F i g u r e  5: D e c i s i o n  t a b l e .  

F i g u r e  4: QoS N e g o t i a t i o n  P r o t o c o l .  
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offer is sent. If by increasing N to satisfy p, any of 
the already committed sessions is violated, then p 
is rejected. If by increasing N, MAXR is violated, 
then p is rejected. 

If both MINX and MAXR are violated, then there 
is no possible remedy since decreasing N to reduce 
the response time will reduce the throughput and 
increasing N to increase the throughput will in- 
crease the response time. Thus, p has to be re- 
jected. 

3. The current request and at least one of the already 
committed sessions are violated. The current request 
will be either rejected or a counter offer will be sent 
depending on the reason for violating the QoS goals of 
the current request. 

• If only MAXR is violated, a possible remedy is 
to decrease N of the current request to reduce its 
response time. This may satisfy the current and 
all already committed requests. In this case, a 
counter offer is generated. If no value of N > 
0 can be found or, if by reducing N, MINX is 
violated, then p has to be rejected. 

• If only MINX is violated, there is no solution 
because in order to increase the throughput one 
would have to increase N. However, this would 
only make the situation of the committed sessions 
that  would be violated by p even worse. Thus, p 
has to be rejected. 

• If both MINX and MAXR are violated, then there 
is no solution since decreasing N to reduce the re- 
sponse time will reduce the throughput and in- 
creasing N to increase the throughput will in- 
crease the response time. Thus, p has to be re- 
jected. 

4. The current QoS request is satisfied but at least one of 
the already committed sessions would be violated. The 
only possible remedy is to decrease N. If it is possible 
to find a smaller value of N that does not violate any of 
the already accepted commitments nor the throughput 
requirement for the current request, then a counter 
offer is generated. Otherwise, p has to be rejected. 

6. PERFORMANCE MODEL BUILDING 
Every time that a new QoS request p = (rid, Sid, N, 

RMAX, XMIN) has to be evaluated, a closed multiclass 
queuing network model (QN) [12] has to be built and solved 
by the Performance Model Solver. The model is used to pre- 
dict the values of the response time and throughput for the 
QoS request being evaluated as well as those of the already 
committed sessions. The parameters of such QN are: 

• A~ = (N1, . . .  ,NR): vector of customer populations 
where Nr (r = 1 , . . .  , R) is the number of customers 
of class r and R is the number of classes. Nr represents 
the concurrency level for requests of session r. 

• D: a K × R matrix of service demands where K is the 
number of devices (e.g., CPU, disks) at the hardware 
platform where the Q-component runs. An element D 
[i, r] of this matrix is the total service time of a class 

r request at device i [12]. Service demands can be 
computed from the utilization and throughputs using 
the Service Demand Law [12]: 

D[i, r] -- U~,~ 
Xo,~. ' 

where Ui,~ is the utilization of device i by class r re- 
quests and X0,~ is the throughput of class r. 

We describe now how N and D are built every time a QoS 
request p = (rid, Sid, N, RMAX, XMIN) has to be evalu- 
ated. We define first the Base Matrix of Service Demands 
B as the K x M matrix where M is the number of services 
provided by the Q-component. An element B [i,j] of this ma- 
trix represents the service demand at device i of a request 
that  executes service j .  We describe later how the matrix 
B is initialized. 

Let V be the number of entries in the ToC, let ToC[k].S 
(k = 1, . . -  , V) be the service id of the commitment at entry 
k of the ToC and let ToC[k].N (k = 1 , . . .  , V) be the con- 
currency level of service ToC[k].S. The pseudo-code in Fig. 6 
shows how the parameters of the QN model are obtained 
from the ToC and from the Base Matrix of Service Demands. 
Basically, building the performance model is based on the 
following ideas. The totM number of classes is equal to the 
number of commitments V plus 1 (for the new QoS request 
being evaluated). The first V columns of the matrix of ser- 
vice demands, D, are initialized based on the column of the 
Base Matrix of Service Demands that  corresponds to the 
service associated to the commitment. The last column of 
the matrix D is obtained from the column in matrix B as- 
sociated to the service requested in the new QoS request. 

An example of model building is shown in Figure 7 for a 
QoS request that  requires 12 concurrent executions of ser- 
vice 3. The Base Matrix of Service Demands indicates that  
the Q-component offers three services and that  the hardware 
platform on top of which the component runs is composed 
of one CPU and two disks. The service demands for each 
service at each of these devices is given in milliseconds. The 
ToC in Fig. 7 shows that  there are five commitments. For ex- 
ample, commitment number 3 has a concurrency level equal 
to 8 for service 1. This commitment is associated with class 
3 in the model. Therefore, column 3 of the service demand 
matrix is the column associated with service 1 in the Base 
Matrix of Service Demands. The last column of the matrix 

R = V + i ;  
For k =  l t o V D o  

Begin 

/* initialize population vector /V */  
Nk = WoC[k].N; 
/*  build column of Service Demand matrix */  
F o r i =  1 t o K D o  

D [i, k] = B [i, ToC [k].S] 
End; 

/* add parameters for new request */  
N n  = N; 
F o r i =  l t o K D o  

D [i, R] = B [i, Sid] 

F i g u r e  6: P e r f o r m a n c e  M o d e l  B u i l d i n g  A l g o r i t h m .  
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New Request: Sid =3,  N = 12 

Base Matrix of Service Demands (in msec): 

I 
CPU 
Disk 1 
Disk 2 

Table of Commitments (ToC): 
Commitment 

ID Service ID N 
1 2 10 
2 3 15 
3 1 8 
4 1 20 
5 2 13 

Matrix of Service Demands (in msec) 

Class 
1 2 3 4 5 6 

cPu 34 20 25 25 34 20 
Disk I 50 24 30 30 50 24 
Disk 2 42 31 28 28 42 31 

I Vect°rN: I 10 I 1~ I 8 I 20 I la I 12 I 

F i g u r e  7: Example  of  dynamic  model  building. 

of service demands is associated with the request being eval- 
uated. Therefore, the service demands come from column 
3 (i.e., service 3) of matrix B. The first 5 elements of the 

population vector 57 are obtained from the column labeled 
N in the ToC and the last element is the value of N (i.e., 12) 
indicated in the QoS request. 

The Base Matrix of Service Demands is initialized by the 
Q-component by repeatedly executing requests for each of 
the services it offers and using operating system tools to 
measure the utilization of the various resources during this 
process. Suppose the Q-component provides M services. 
Each service s (s = 1, • • • , M) is executed a number of times 
P; a typical value of P is 1000. During the execution of P 
requests of type s, no other requests are executed so that  
the entire utilization of all devices can be attr ibuted to the 
execution of service s. Let 7" be the time period needed 
to execute the P requests and let U~ be the utilization of 
resource i during this period. Then, using the Service De- 
mand Law [12], the service demand for service s at device i 
can be computed as B [i, s] = (Ui x T) /P .  

7. EXPERIMENTAL EVALUATION 
A Q-component, as described in the previous sections of 

this paper, was completely implemented in Java. This sec- 
tion describes the experimental setup used to evaluate the 
effectiveness of the approach and the experimental results 
obtained. 

7.1 Experimental Setup 
The Q-component used in our experiments provides three 

types of services: Service 0, Service 1, and Service 2. Each 
service performs a certain number of computations and a 
certain number of random I /Os  (reads and writes) as de- 
scribed in Table 1. Disk caching was disabled during the 
experiments so that  sufficient physical I /O  was generated. 
Before we did that,  we were experiencing almost negligible 
disk utilization due to disk cacking. Note that  this is just 
an artifact of the experiment and does not affect in any way 
the approach presented in this paper. 

The Q-component runs on a Windows XP machine con- 

Table 1: N u m b e r  of  Computat ions  and I /Os  per 
Service 

Service No. Computations No. I /Os  
0 100,000 700 
1 100,000 600 
2 200,000 5OO 

Table 2: Base M a t r i x  o f  Service D e m a n d s  (in sec) 

Service 0 Service 1 Service 2 
CPU 0.0242 0.0239 0.0238 
Disk 0.0122 0.0117 0.0115 

nected through a dedicated 100-Mbps LAN to another Win- 
dows XP machine where 15 client processes execute and 
make requests for service executions as described in what 
follows. UDP is used to implement the communication be- 
tween the client and the server and Windows XP API to the 
Performance Monitor was used to measure the CPU and disk 
utilization during the experiments. Note that  TCP  could 
have been used instead of UDP, but it was felt that  TCP  
properties were not required during negotiation. 

The utilizations measured by XP's  Performance Monitor 
were used to determine the service demands at the CPU and 
disk in order to initialize the Base Matrix of Service De- 
mands. These values are shown in Table 2 and they already 
reflect the amount of time spent executing the modules of 
the Q-component related to QoS negotiation. It should also 
be noted that  a fraction of the CPU service demand is due 
to the CPU involvement in processing I /O  requests. 

In order to compare the performance of a component that  
does not use the QoS-aware mechanisms (the non-QoS case) 
with that  of a Q-component, we generated a workload that  
was logged and replayed against the Q-component as de- 
scribed below. Each client process repeats the steps below 
20 times. 

1. Increase the Session Id number by one (starting from 
zero). 
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Record thread start time T s t a r t ;  

Loop T times 
Begin 

Send request; 
(blocked) Receive reply 

End; 
Record thread end time T e n d ;  

/* add total response time for T requests to 
accumulated session response time */  

SessionAccumRespTime = SessionAccumRespTime + 
( T e n d  - -  T s t a r t ) ;  

F i g u r e  8: P s e u d o - c o d e  for sess ion  t h r e a d .  

2. Randomly select a service s among the M (M ---- 3 in 
our experiments) services offered by the Q-component. 
This marks the start of a session. The start time T s t a r  t 

of the session is recorded by the process. 

3. Start N (N = 10 in our experiments) concurrent threads. 
Each thread repeats T (T ---- 5 in our experiments) 
times a loop in which a request for service s is sent 
and a reply is received as indicated in Fig. 8. At the 
end of the loop each thread adds to the session ac- 
cumulated response time, SessionhccumRespTime, the 
total response time for the T requests submitted by 
the thread. 

4. After all threads have finished, the process computes 
the average response time, R~, for the session as 

R~ = SessionAccumRespTime/(N x T), 

and the average session throughput X~ as 

X~ = (N x T)/SessionDuration. 

5. Add the tuple (Session Id, s, N, R~, X~) as an entry 
in the process workload log. 

After all sessions of a process have finished, the process 
workload log is written to disk. 

In the QoS case, each process starts by opening the work- 
load log that  was generated during the execution of the 
non-QoS case. For each entry (Session Id, s, N, R~, X~) 
in the log, the process generates a QoS request p = (Ses- 
sion Id, s, N~, RMAX, XMIN) where N~ is computed as 
N~ = X~ × R~ using Little's Law, RMAX is defined as the 
original response time for the non-QoS case reduced by a fac- 
tor f (i.e., RMAX = R~ × (1 - f)) ,  and XMIN is obtained 
from Little's Law as 

N~ X~ x R~ X~ 
XMIN = RMA-----X - R~ x ( 1 -  f )  -- 1 -  f"  

The reduction factor f is used in the experiments to stress 
the Q-component into situations with QoS goals that are 
more stringent than those observed in the non-QoS case. 

A QoS negotiation using the QoS request p is then carried 
out with the Q-component. If the QoS request is accepted, 
the process starts N concurrent threads that  execute simi- 
larly to the thread in Fig. 8. 

6.0 , 

i : i  
Session ID 

Non QoS ~ QoS control 

1oo 

i 

Session IO 

Non QoS - = - O o S  control 

5.0 

4.5 

4.0 
E 
i= 3.5 

i 3.0 

2.5 
g 

2.0 

1.5 

o.s 
0.0 

7.0 

6,0 

5.0 

g 
4.0 

3.0 

2.0 

'E 
t.0 

0.0 

Session ID 

Non QoS ~ Q o S  control 

Session ID 

-~ -  Non QoS --c- QoS Control 

F i g u r e  9: Top  t w o :  S v c  0; b o t t o m  t w o :  Svc  1. 
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7.2 Measurement Results 
The workload log generated in the non-QoS case was re- 

played 10 times against the Q-component and the average 
response time and average throughput for each session were 
computed. Figures 9-10 indicate average response time and 
throughput results for services 0, 1, and 2, respectively. The 
top graph of each figure shows two curves. One represents 
the response time for the non-QoS case for all sessions of 
the same service. The second curve shows the average re- 
sponse time for the same session in the QoS case. The QoS- 
case results are averages over 10 executions of the QoS case. 
However, because a Q-component performs admission con- 
trol, QoS requests may be rejected. So, the average reported 
in the graph is over the number of non-rejected requests in 
the 10 executions. If all ten executions result in rejected 
requests, a value of zero is reported for the response time 
and for the throughput. This can be seen in Figure 10. 

The bot tom graph of each figure is similar to the top 
graph, except that  the metric of interest is the session through- 
put. Note that  an execution sequence at the Q-component is 
composed of sessions that  execute any of the three services. 
When preparing the graphs of Figures 9-10, we stripped 
the sessions of a given service from the global execution se- 
quence to generate curves that  only include sessions for that  
service. As indicated in the figures, in all sessions for all ser- 
vices, the average response time was lower and the through- 
put was higher in the QoS case when compared with the 
non-QoS case. It should be noted also that  the sharp in- 
crease in throughput at the end of the experiments is due 
to a decreased concurrency level experienced at the end of 
the experiment. By that  time, many sessions had already 
finished. 

The results of Figures 9-10 were obtained using a value 
of f = 0.25, i.e., a 25% reduction in response time was 
requested during QoS negotiation with respect to the value 
obtained when the non-QoS case was executed. The actual 
reduction in response time was 24.4% over all three types of 
services. This is an excellent match with respect to the 25% 
reduction goal. 

Table 3 summarizes the results for f = 0.25 and f = 0.10 
and f ---- 0.0. In all cases, 1,500 sessions were executed 
and/or  negotiated. The table shows the number of sessions 
dropped for each type of service and the total, as well as 
the percent of dropped sessions, and the overall number of 
dropped sessions. As shown in the table, for f -- 0.1, 18% 
of the sessions were dropped and for f ---- 0.25, i.e., a more 
stringent QoS requirement, 33% of the sessions had to be 
rejected in order to meet the QoS goals. 

It should be noted that  for f = 0.0, i.e., the case in which 
the QoS requirement on response time is the same as in the 
non-QoS case, there is an overall reduction in the response 
time of 9% because 7% of the sessions were dropped. This 
can be explained by the fact that  the Performance Model 
Solver uses service demands that  include the time spent in 
processing QoS requests. Therefore, sessions executed with- 
out QoS negotiation will have a slighly lower service demand. 
In fact, the percent overhead in QoS negotiation in terms of 
CPU service demand was measured as 0.7% for service 0, 
4.8% for service 1, and 10.9% for service 2. The reason 
that  the QoS negotiation overhead is not the same for all 
services is that  the number of times that  the Performance 
Model Solver has to be invoked to generate a counter offer 
is a function of the QoS goals of each type of request, as can 

T a b l e  3: S u m m a r y  of  R e s u l t s  for f = 0.0, f --- 0.1, 
a n d  f = 0.25 

Svc 
No. 
0 
1 
2 
Total 

Svc 
No. 

0 
1 
2 
Total 

Svc 
No. 
0 
1 
2 
Total 

f = 0 . 0  
No. Dropped Number 

Sessions Sessions 
24 440 
19 47O 
59 590 

102 1500 I 
f = 0.10 

No. Dropped Number 
Sessions Sessions 

52 440 
66 470 
148 590 

266 1500 

f ---- 0.25 
No. Dropped Number 

Sessions Sessions 
92 440 
140 470 
263 590 
495 1500 

% 

Drop 
5 
4 

10 
7 

% 

Drop 
12 
14 
25 
18 

% 

Drop 
21 
30 
45 
33 

% Resp. 
Time Reduction 

11 
9 
7 
9 

% Resp. 
Time Reduction 

21 
16 
12 
16 

% Resp. 
Time Reduction 

28 
26 
2O 
24 

be seen in the table of Figure 5. 
The second interesting observation from Table 3 is shown 

in the last column, which indicates the percent reduction in 
response time to each of the services and overall with respect 
with the response time for the same session in the non-QoS 
case. For the case of f = 0.25, the overall average reduction 
over all services was 24%. For f = 0.1, the overall aver- 
age reduction was 16%. In this case, the control mechanism 
seems to be overreacting and may be dropping more ses- 
sions than necessary. But for the more stringent QoS goals, 
the control mechanism seems to approximate very well the 
requirement. 

It should be clear that  the control mechanism relies on a 
performance model that  is an abstraction of the real system 
and that  some features of the real system are not modeled. 
Some examples include paging activity and software con- 
tention (at some points the threads use synchronized meth- 
ods to update some common variables). More refined perfor- 
mance models that  take into account these various situations 
can be used if needed. 

The experiments were run with a system with a relatively 
high utilization so that  QoS issues and admission control 
could be better exploited. The average CPU utilization dur- 
ing the experiments was around 80% and the disk utilization 
was around 40%. 

An important question in evaluating the feasiblity of the 
approch presented here is the overhead in carrying out the 
QoS evaluation. There are two things to consider: the num- 
ber of times that  the Performance Model Solver is invoked 
per negotiation and the time it takes for the Performance 
Model Solver to solve a QN model using Approximate Mean 
Value Analysis (AMVA). Our experiments showed that  the 
Performance Model Solver was invoked an average of 3.2 
times per negotiation. The computation time of AVMA is 
proportional to N i x  [No x K (No + 1)] where Ni is the num- 
ber of iterations needed for convergence of AMVA, Nc is 
the number of commitments being evaluated (corresponds 
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F i g u r e  10: Sve 2 resu l t s .  

to the number of classes in the QN model), and K is the 
number of devices of the platform on top of which the com- 
ponent is running. Note that with AMVA, the computa- 
tional complexity does not depend on the concurrency level 
for each committed request. To provide a more concrete 
notion of the time involved in executing AVMA, we ran a 
large number of experiments on the same platform where 
the QoS-aware component was implemented. The results 
show that for Nc = 7, K = 4, and a concurrency level of 
1,000 per session, it took 0.7 msec on average to execute the 
AMVA algorithm. Thus, the negotiation overhead would be 
approximately 2.2 msec. This overhead is close to 10% of 
the CPU service demand of the requests considered in our 
experiments. It is important to note that this overhead is 
incurred only once per session and not once per request. 

8. CONCLUDING REMARKS 
This paper represents a first at tempt at creating a frame- 

work for software components that are capable of negotiat- 
ing QoS goals in a dynamic fashion using analytic perfor- 
mance models. Analytical models were used for the first 
time in [13] for predicting performance and exercising QoS 
control for e-commerce sites [10, 13] and for Web servers [9]. 
Others used the same approach and applied the idea to 
performance management of cluster-based Web services [8]. 
In [10, 13], the idea was to dynamically change configura- 
tion parameters of a computer system in order to match QoS 
requirements. In the case of the research discussed in this 

paper, analytic models are used to evaluate QoS requests so 
that admission control can be carried out. 

The approach presented here was completely implemented 
in Java and extensive experimentation was conducted to as- 
sess its effectiveness. For experimentation purposes, we de- 
cided to use artificial services so that we could have more 
control over the experiments. The results indicated that  the 
Q-components were able to successfully negotiate QoS re- 
quirements and in all cases either match the response time 
and throughput requirements or exceed them by some mar- 
gin. The price to be paid in return for meeting the QoS 
goals is that some sessions are rejected. 

As part of our future work, we intend to use the Q-com- 
ponents developed and tested here to implement distributed 
applications. We also intend to investigate how our ap- 
proach can be extended to the situation where components 
need to invoke other components to perform their services. 
We are also investigating the problem of determining QoS 
goals for Q-components that are part of a distributed ap- 
plication. In other words, we want to find the best possible 
component-level requirements given global application QoS 
goals. We already have some preliminary results on this 
problem, which will be addressed in a forthcoming paper. 
Other issues not covered here have to do with the costs as- 
sociated with providing certain QoS goals and how this fact 
could be taken into account during the negotiation. It is 
easy to see that the area addressed in this paper has many 
distinct facets and, therefore, can be the target of substan- 
tial future work. 
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